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ABSTRACT

Businesses today are trying to make sense of the mountains of information they are generating. The traditional RDBMS is quite adept at handling the corporate data and is virtually faultless. Systems like ERP and SAP have streamlined the flow of information within the corporation but…

When it comes to using the vast pile of data, OLTP systems are proving inefficient. Indeed this is not what they were expected to do in the first place. Ad-hoc querying and reporting tools make the process too painful expecting business managers to learn the IT aspect of computing and yet limiting them to the transaction level in vision.

This has led to the non-relational and multidimensional OLAP (OnLine Analytic Processing) technology that provides them with an intuitive way of analyzing enterprise wide information intuitively and doing away with the technical jargon. Now the information generated can be according to the business model providing exactly the areas that need emphasis.
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CHAPTER 1   The Concept of OLAP and multidimensionality

What is OLAP? 

OLAP is an acronym, standing for “On-Line Analytical Processing”.  This,  in itself,  does  not  provide  a  very  accurate  description  of  OLAP and it  means  many  different  things  to  different  people,  but  the  definitions usually  involve  the  terms  “cubes”,  “multidimensional”,  “slicing &  dicing”  and “speedy-response”. OLAP is all of these things and more, but it is also a misused & misunderstood term, in part because it covers such a broad range of subjects.

OLAP definition can be given in just five key words: Fast Analysis of Shared Multidimensional Information — or, FASMI for short.

This definition was given by THE OLAP REPORT has now been widely adopted and is cited in over 120 Web sites in about 30 countries.
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ANALYSIS means that the system can cope with any business logic and statistical analysis that is relevant for the application and the user, and keep it easy enough for the target user. In addition, because the nature of data relationships may not be known in advance, the data model must be flexible. A truly flexible data model ensures that OLAP systems can respond to changing business requirements as needed for effective decision making. OLAP operations include rollup (increasing the level of aggregation) and drill-down (decreasing the level of aggregation or increasing detail) along one or more dimension hierarchies, slice_and_dice (selection and projection), and pivot (re-orienting the multidimensional view of data). 
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SHARED means that the system implements all the security requirements for confidentiality (possibly down to cell level) and, if multiple write access is needed, concurrent update locking at an appropriate level. OLAP applications are generally read-only, with simplistic security controls. Even products with multi-user read-write often have crude security models.
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MULTIDIMENSIONAL is our key requirement. If the difference between OLTP and OLAP is to be given in one word then the word is multidimensional. The system must provide a multidimensional conceptual view of the data, including full support for hierarchies and multiple hierarchies, as this is certainly the most logical way to analyze businesses and organizations. There is no specific minimum number of dimensions that must be handled as it is too application dependent and most products seem to have enough for their target markets. [image: image4.png]Operational data
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INFORMATION is all of the data and derived information needed, wherever it is and however much is relevant for the application. We are measuring the capacity of various products in terms of how much input data they can handle, not how many Gigabytes they take to store it. The capacities of the products differ greatly — the largest OLAP products can hold at least a thousand times as much data as the smallest. There are many considerations here, including data duplication, RAM required, disk space utilization, performance, integration with data warehouses and the like.

OLAP applications present the end user with information rather than just data.  They  make  it  easy  for  users  to  identify  patterns  or  trends  in  the  data  very quickly, without  the  need for them to search through mountains of “raw” data.  Typically  this analysis is driven by the need to answer business questions such as  “How  are  our  sales  doing  this  month  in  North  America?”.  From  these foundations,  OLAP  applications  move  into  areas  such  as  forecasting  and  data mining,  allowing  users  to  answer  questions  such  as  “What  are  our  predicted costs for next year?” and “Show me our most successful salesman”.  OLAP  applications  differ  from  OLTP  applications  in  the  way  that  they  store data,  the way  that  they  analyze  data  and  the  way  that  they  present  data  to  the end-user.  It is these fundamental differences (described in the following sections) that allow OLAP applications to answer more sophisticated business questions. 

Who Uses OLAP and Why? 

OLAP applications span a variety of organizational functions. Finance departments use OLAP for applications such as budgeting, activity-based costing (allocations), financial performance analysis, and financial modeling. Sales analysis and forecasting are two of the OLAP applications found in sales departments. Among other applications, marketing departments use OLAP for market research analysis, sales forecasting, promotions analysis, customer analysis, and market/customer segmentation. Typical manufacturing OLAP applications include production planning and defect analysis. 

Successful OLAP applications increase the productivity of business managers, developers, and whole organizations. The inherent flexibility of OLAP systems means business users of OLAP applications can become more self-sufficient. Managers are no longer dependent on IT to make schema changes, to create joins, or worse. Perhaps more importantly, OLAP enables managers to model problems that would be impossible using less flexible systems with lengthy and inconsistent response times. More control and timely access to strategic information equal more effective decision-making. 

Lastly, by providing the ability to model real business problems and a more efficient use of people resources, OLAP enables the organization as a whole to respond more quickly to market demands. Market responsiveness, in turn, often yields improved revenue and profitability

Why do we need OLAP? 

When first investigating OLAP, it is easy to question the need for it. If an end user requires high-level information about their company, then that information can  always  be  derived  from  the  underlying  transactional  data,  hence  we  can achieve  every  requirement  with  an  OLTP  application. Were this true, OLAP would not have become the important topic that it is today. OLAP exists & continues  to  expand  in  usage  because  there  are  limitations  with  the  OLTP approach. The term OLTP covers, as its name suggests, applications that work with transactional  or  “atomic”  data,  the  individual  records  contained  within  a database. OLTP applications usually just retrieve groups of records and present them  to  the  end-user,  for  example,  the  list  of  computer  software  sold  at  a particular  store  during  one  day.  These  applications typically  use  relational databases,  with  a  fact  or  data  table  containing  individual  transactions  linked  to meta tables that store data about customers & product details.  

The limits of OLTP applications are seen in three areas.  

Difficult data leveraging

Consider the scenario of a medium or larger size business that has hundreds of millions of transaction records. The traditional methods to obtain information and analyze it are ad-hoc querying and reporting tools. The usage of contemporary tools requires business managers to know technical details like schema, relations, joins etc. and even if these are simplified he has to learn SQL as very few tools display enough intelligence and even fewer support natural language. Secondly extracting information using SQL (or even natural language) can be painful if large amounts of data are to be analyzed compared to OLAP tools that provide a very easy and intuitive way of analyzing data. Thirdly, using OLAP tools data can be truly converted into business information on basis of the business models.

Increasing data storage 

The  trend  towards  companies  storing  more  &  more  data  about  their  business shows no sign of stopping. Retrieving many thousands of records for immediate analysis is a time and resource consuming process, particularly when many users are using an application at the same time.  Database engines that can quickly retrieve a few thousand records for half-a-dozen users struggle when forced to return the results of large queries to a thousand concurrent users.  Caching frequently requested data in temporary tables & data stores can relieve some  of  the  symptoms,  but only goes part of the way to solving the problem, particularly if each user requires a slightly different set of data.  In  a  modern  data  warehouse  where  the  required  data  might  be  spread  across multiple  tables,  the  complexity  of  the  query  may  also  cause  time  delays  & require  more  system  resources which means more money must be spent on database servers in order to keep up with user demands. 

Data versus Information 

Business users need both data and information. Users who make business decisions  based  on  events  that  are  happening  need  the  information  contained within  their  company’s  data.  A stock controller in a superstore might want the full list of all goods sold in order to check up on stock levels, but the manager might only want to know the amount of fruit & frozen goods being sold. Even more useful would be the trend of frozen good sales over the last three months.  In order to answer the question “How many frozen goods did we sell today?”, an OLTP application must retrieve all of the frozen good sales for the day and then count  them,  presenting  only  the  summarized  information  to  the  end-user.  To make  a  comparison  over  three  months,  this  procedure  must  be  repeated  for multiple days. Multiply the problem by several hundred stores, so that  the managing director can see how the whole company is performing and it is easy to  see  that  the  problem  requires  considerable  amounts  of  processing  power  to provide answers within the few seconds that a business user would be prepared to wait. 

Database engines were not primarily designed to retrieve groups of records and then sum them together mathematically and they tend not to perform well when asked to do so.  An OLTP application would always be able to provide the answers, but not in the typical few-seconds response times demanded by users.  Caching results doesn’t help here either, because in order to be effective, every possible  aggregation must  be  cached,  or  the  benefit  won’t  always  be  realized.  Caching  on  this  scale  would  require  enormous  sets  of  temporary  tables  and enormous amounts of disk space to store them. 

Data layout 

The relational database model was designed for transactional processing and is not always the best way to store data  when  attempting  to  answer  business questions  such  as  “Sales  of  computers  by  region”  or  “Volume  of  credit-card transactions by month”. These  types  of queries require vast amounts of data to be  retrieved  &  aggregated  on-demand,  something  that  will  require  time  & system resources to achieve.  

More  significantly,  related  queries  such  as  “Product  sales  broken  down  by region” and “Regions broken down by product sales” require separate queries to be performed on the same data set. 

The answer to the limitations of OLTP is not to spend more & more money on bigger  &  faster  databases,  but  to  use  a  different  approach  altogether  to  the problem and that approach is OLAP.  

OLAP  applications  store  data  in  a  different way  from  the  traditional  relational model, allowing them to work with data sets designed to serve greater numbers of  users  in  parallel. Unlike  databases, OLAP  data  stores  are  designed  to work with  aggregated  data,  allowing  them  to  quickly  answer  high-level  questions about  a company’s data whilst still allowing users to access the original transactional data when required. 

Multidimensional structures 

Given below are examples of analysis using relational data model and multidimensional data. The second snapshot a cube denoting revenue , cost and volume in three slices of a cube. Even this small example reveals the effectiveness of OLAP.
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Any multidimensional data cannot be processed by conventional SQL based RDBMS systems because :-

· If such data is put in normalized relational tables then the semantics of multidimensionality are lost.

· A multidimensional query on such a database will explode into a large no. of complex SQL statements each of which may involve full table scan, multiple joins, aggregation, sorting, and also temporary tables for storing temporary results which call for extensions to ANSI SQL.

Using multidimensional structures known as cubes OLAP (OnLine Analytical Processing) applications are meant to allow users the freedom to interrogate their data. OLAP basically allows users to compare similar data points at any level of category. Basically, OLAP is supposed to offer fast access to data along any business dimension.

Multidimensional views are inherently representative of an actual business model. Rarely is a business model limited to fewer than three dimensions. Managers typically look at financial data by scenario (for example, actual vs. budget), organization, line items, and time; and at sales data by product, geography, channel, and time. 

Database design should not prejudice which operations can be performed on a dimension or how rapidly those operations are performed. Managers must be able to analyze data across any dimension, at any level of aggregation, with equal functionality and ease. OLAP software support these views of data in a natural and responsive fashion, insulating users of the information from complex query syntax. After all, managers should not have to understand complex table layouts, elaborate table joins, and summary tables. 

Whether a request is for the weekly sales of a product across all geographical areas or the year-to-date sales in a city across all products, an OLAP system has consistent response times. Managers are not penalized for the complexity of their queries in either the effort required to form a query or the amount of time required to receive an answer. 

Operations with Cubes

The methodology of OLAP is interactive problem solving. This is the “on-line” part of the acronym, and is typically associated with terms like “slice and dice” and “drilling.” The overall requirement is to allow an analyst to follow a thread of logic to conclusion in the least amount of time, and to be able to convey the results to others in a decision making group. Capabilities that contribute to interactive problem solving include:

· Navigation and selection—these are usually features of the multidimensional view described earlier.

· Drilling—the ability to display underlying detail. There is drill down (to a lower level and to more detail), drill up(to a higher level and less detail).

· Pivoting- Users can also, at the click of a button swap their rows and columns, or rows and pages, or pages and columns and so on as a means of further interacting with their business information.  

· Drill-across describes any changes to the sectioned fields. For example, a user might  want  to change  the  display  of  January's  budget  figures  for  each department  figure  to February's.  If  the original view was sectioned on January, then the change to February is called "Drilling-across".
· Slice and dice—the ability to dynamically view relationships between dimensional parameters, facts and measures. This is usually done by assigning data to rows and columns and pivoting them in various ways.
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· Links to subject views—in conjunction with the OLAP server that stores cubes, the ability to switch between a meta-view of the source data and the current result set, to facilitate revisions and refinement of the results.  

· Links to shared resources—the ability to share results and parts of cubes with others, and to integrate OLAP analysis with business processes. This is often the least supported area of OLAP technology, but represents the one of greatest impact overall. It includes messaging services, agent technologies and the ability to work with an entire suite of active processes and productivity applications in the computing environment.

Features of an OLAP front-end

OLAP provides a robust analytical engine to allow users to easily ask complex questions that yield deep insight. The OLAP platform collaborates with the RDBMS to perform rich analytics on massive amounts of data. Businesses can obtain answers to questions that were quite literally impossible to answer using other analytical approaches - answers that drive business efficiency and deeper customer relationships. In essence OLAP is a powerful, easy and fast way of analysis that increases productivity of non-technical (in terms of IT) business managers

With such sophisticated analytical capabilities, it is a requirement to execute the appropriate calculations where they make the most sense and only pass data back and forth when absolutely necessary. OLAP does this through its use of multi-pass SQL on the database and movement of data outside the database when necessary.

With the use of a highly intuitive interface and use of point – and – click  and drag – and – drop devices like mouse, a user is able to analyse information at great speed and ease which would have taken numerous complicated SQL statements in case of an ad-hoc querying and reporting tool.

Multiple Analysis Modes: Wizards, Percentages, Functions

It also allows users to view their information as percentages, which is useful for understanding what elements are driving your business. There are multiple options for viewing percentages. Users can view numbers as a percentage of column or row totals, as a percentage of the parent member, or as a percentage of the whole dimension. 

OLAP enables standard database functions such as SUM, AVG, COUNT, and others as well as rankings such as Top N, Bottom M%, etc. In addition, OLAP enables a library of thousands of functions including financial and statistical functions. The architecture is also built to support custom plug-ins of analytical functions that are specific or proprietary to your business. 

For example, consider a time dimension with a hierarchy of Years, Quarter, and Months. A user builds a report with January and February as rows. The user can then decide if they want to see the percentage January is of the total of January plus February, or the percentage of the Quarter (January, February, March), or as a percentage of the Dimension. Users want a simple user interface for interacting with their business information residing in OLAP Server. It provides users with multiple ways of interacting with the OLAP data. Users are given wizards to define reports, connections to their business information, and to create simple to advanced business calculations.

What-if Analysis and Goal Seeking with Allocations and Write Back

Many forecasting, financial, sales, and budgeting applications can be built and delivered with OLAP technology, however to successfully meet the full requirements of these applications the OLAP technology must support what-if analysis. What-if analysis is described as the ability to change data to analyze the impact on other elements of the business.

It provides users the ability to change values and inspect their impact before they commit these changes to the OLAP data for others to see.

You can change a single value, or you change a range of values by typing in a new value, increasing or decreasing the value or range by a percentage, or by increasing or decreasing the value or range as a % of the a worksheet range such as Row Sum, Column Sum, Row Maximum etc.
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Nested Ranking, and Powerful Ranking Options

Business reporting often requires users to understand what elements of the business are doing well and what elements of the business are doing poorly. It multiple ranking options allow users to measure these elements. The reports usually consist of showing top or bottom “n” based on numbers or percentages. It takes ranking even further by providing nested ranking within one report. For instance, the report shown on the next page illustrates the top 5 products purchased by each customer based on education level. This is an extremely powerful report for understanding your customer buying behavior and for meeting this business-reporting requirement within one report. 
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OLAP tool also provides powerful options beyond just top or bottom calculations. With it you can rank your business information based on one measure (key performance indicator) but display another on the report. You can also display your ranking elements as columns compared to ranked elements as rows. You can also display your top 5 customers as columns and compare them to your top 5 products as rows and realize that your top 5 customers are not necessarily buying the top 5 products. 

Further even entire separate n3 cubes can be created on basis of top/bottom n-rankings to provide a manager with a very focused view of his business. The top rankings can be used to determine the high performance sectors and correspondingly the cube of bottom ones can be used to isolate the incurring problems.

The above paragraph gives an example as to how functions and methods like filtering, sorting , ranking, regression, drilling etc. can be used iteratively without involving context.
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Value Filtering and Comparative Value Filtering

Many business reports require filtering to display values that meet certain criteria. It provides advanced value filtering options to meet these reporting requirements. With it you can create reports that return, for example, only products whose sales are greater than a certain amount. You can also define comparative value filters where, for example, you can define a report that returns only products whose sales are greater than budget.

Additionally, you can define reports that return, for example, only products whose sales are greater than a certain percentage of the total sales of all products. The following dialog box displays the value filtering options. 

Combining Filters and Ranking for Sophisticated Reporting

OLAP tools allow you to combine value filters and ranking to create sophisticated business reports. The combination options allow you to ensure all conditions are met, or that any condition is met, or that the results of the first filter/rank are used as input for the next filter. You can also move filters up or down within the Rank/Value Filters dialog box. You can also combine two or more filters in the same report.

Time Intelligence 

Time intelligence is an integral component of almost any OLAP tool that requires special mention. Time is a unique dimension because it is sequential in character (January always comes before February). True OLAP systems understand the sequential nature of time. Business performance is almost always judged over time, for example, this month vs. last month, this month vs. the same month last year. 

The time hierarchy is not always used in the same manner as other hierarchies. For example, a manager might ask to see the sales for May or the sales for the first five months of 1995. The same manager might also ask to see the sales for blue shirts but would never ask to see the sales for the first five shirts. Concepts such as year-to-date and period over period comparisons must be easily defined in an OLAP system. 

In addition, OLAP systems must understand the concept of balances over time. For example, if a company sold 10 shirts in January, five shirts in February, and 10 shirts in March, then the total balance sold for the quarter would be 25 shirts. If, on the other hand, a company had a head count of 10 employees in January, only five employees in February, and 10 employees again in March, what was the company's employee head count for the quarter? Most companies would use an average balance. In the case of cash, most companies use an ending balance (cumulation). 
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Multiple Dimension Hierarchy Reporting

Your business structure sometimes requires you to define dimensions with multiple hierarchies such as Fiscal Year and Calendar Year. With OLAP tool you can choose what hierarchy you wish to use for reporting.You can also select to display each hierarchy as a separate dimension, which would allow you to compare Fiscal Year to Calendar Year in one report.

Charting with OLAP tool

OLAP tool permits the building of reports with both crosstabs and charts on the same page. Additionally, users can drag size the created charts for What-if Analysis. Users can also drill on it created charts for on-line analysis.
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OLAP tool Auto-Formats

OLAP tool provides a dynamic auto-format mechanism for creating consistent formatting and for driving conditional formatting. It settings provide auto-formats such as Copy Format of Leading Label to other Labels which is useful for ranking reports where you are not always sure what rows will be returned. With this option selected your reports will always maintain the format you specify. It has the ability to create an appropriate view of the results, usually as a combination of text, numbers and graphs. It has the ability to do simple and compound exception reporting, such as “Give me all the product/market combinations for which the projected sales for the next two years is greater than $10 million.”

OLAP tool On Screen Query and Report Filtering

Report authors can distribute reports with on screen dimension filter buttons where the user can change the report’s filter to further refine the OLAP data. The on screen filter buttons insulate the end user from opening dialog boxes and from editing or changing the base structure of the query, yet can still interact with the data including drilling down.
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CHAPTER 2  FROM OLTP TO OLAP – THE JOURNEY
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The concept and role of a Data warehouse

Large companies have presence in many places, each of which may generate a large volume of data. For instance, large retail chains have hundreds or thousands of stores, whereas insurance companies may have data from thousands of local branches. Furthermore, large organizations have a complex internal organization structure, and therefore different data may be present in different locations, or on different operational systems, or under different schemas. Corporate decision makers require access to information from all such sources. Setting up queries on individual sources is both cumbersome and inefficient.

If your most valuable company data is not leveraged for management decision making, you have a serious problem on your hands. But for the majority in corporate enterprise, it is the rule, rather than the exception. The obvious solution to this is to build a data warehouse. 

A data warehouse is a “subject-oriented, integrated, timevarying ,non-volatile collection of data that is used primarily in organizational decision making.” It is a repository of information gathered from multiple sources, stored under a unified schema, at a single site. Once gathered, the data are stored for a long time, permitting access to historical data. It is an optimised database used to analyse and query a large number of records scattered over numerous tables. Great care must be taken with Data Warehouse to ensure that its structure be easily comprehensible to a non computer expert and that its key terminology be meaningful and understood by any end-user. A data warehouse contains a combination of internal data tracking all customer contact coupled with external market data about competitor activity. Background information on potential customers also provides an excellent basis for prospecting. This warehouse can be implemented in a variety of relational database systems: Sybase, Oracle, Redbrick, and so on, and should be optimized for flexible and fast data access.

Data-warehouses take long time to build and roll-out and so organizations often go in for a data-mart which is a data-warehouse at departmental level. Data-mart has the advantage of being easier to implement (within 90 days) , inexpensive and in the case of data-warehousing enterprise wide consensus might be needed which can be avoided in case of data-mart.

Designing and rolling out a data warehouse is a complex process, consisting of the following activities.

· Define the architecture, do capacity planning, and select the storage servers, database and OLAP servers, and tools.

· Integrate the servers, storage, and client tools.

· Design the warehouse schema and views.

· Define the physical warehouse organization, data placement, partitioning, and access methods.

· Connect the sources using gateways, ODBC drivers, or other wrappers.

· Design and implement scripts for data extraction, cleaning, transformation, load, and refresh.

· Populate the repository with the schema and view definitions, scripts, and other metadata.

· Design and implement end-user applications.

· Roll out the warehouse and applications.

Schemas for Datawarehouses

Datawarehouses store data using schemas which allow some degree of denormalization to serve its purpose. Tables containing data in which one tuple corresponds to one tuple of the transaction table of OLTP is called fact table. To minimize storage requirements dimension attributes along which analysis is done are foreign keys and are stored in dimension tables.

Star schema-A star schema contains a central fact table and exactly one table for each dimension. So the dimensional tables can often be de-normalized in conceptual hierarchy but the performance is better because no inner joins are needed between the dimension tables. 

Snowflake schema-Snowflake schemas certain dimensions may be partly or fully normalized in terms of conceptual hierarchy. Snowflake schemas are used only when advantage in storage space is crucial as it can degrade performance. But generally the advantage gain in storing normalized dimension tables is generally less as fact table takes up the bulk of the requirement.

Fact Constellation-Sophisticated applications may require multiple fact tables to share dimension tables. This type of schema is known as galaxy schema or a fact constellation.
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Star schemas do not explicitly provide support for conceptual attribute hierarchies. But data retrieval and query processing can be faster because no joins are required as data is denormalised. On the other hand, Snowflake schemas provide a refinement of star schemas where the dimensional hierarchy is explicitly represented by normalizing the dimension tables, as shown in figure. This leads to advantages in maintaining the dimension tables as they directly model the conceptual hierarchy which is not explicitly evident by looking at star schema. 

Redundancy of OLTP data in data-warehouses

One may be tempted to think that why can’t operational data be used for OLAP? Why spend so many resources and millions of dollars in building a data-warehouse just for analysis and reporting? 

It can be said that in case of  small business (database size < 1GB) DOLAP (Desktop-OLAP) can be used which extracts data from an OLTP system and uses proprietary storage mechanisms like temporary tables and a spreadsheet like front-end to provide analysis. In fact the best solution is to tightly integrate the OLAP solution with the ERP and SAP solution run by the OLTP which can provide a very good drill-down to transaction level data in its proper form (which is a severe limitation of OLAP products as we shall observe later). But for medium and large businesses, the fact is that the best reporting solutions require some amount of redundant data. In addition, OLTP systems have inherent problems that severely limit their effectiveness for business intelligence: 

· OLTP data can be very inconsistent. For example, customer name fields may be formatted as last name, first name & middle initial in one table, as first name, middle initial & last name in another table, or contained all in one field in another table. Cleansing the data prior to loading it into a data warehouse can remove many of these inconsistencies.

· OLTP data typically changes frequently. For example, the number of available units of a particular product can change very rapidly in the course of an hour. An analysis of the number of units sold could vary greatly from one analysis to the next. Refreshing the data in a data warehouse can be scheduled so that the data used for analysis is relatively constant.

· The data might be located in multiple data sources. Data warehouses provide a way to consolidate data from various sources into a single data source.

· Corporations usually also run legacy systems and also have some non-relational data. This data is also integrated with the relational data and accumulated in the warehouse.

· OLTP databases usually store the current data i.e. an order can be used by sales, by manufacturing to produce it, by logistics to ship it, and by finance to invoice it and receive the payment. But after that the data is not current. Also, the trend is to maintain data for the current fiscal year. This makes it hard if not impossible to predict trends using OLTP data. A data-warehouse contains historical data and thus performs accumulation.

· Schemas for OLTP databases are usually optimized for entering groups of records (also known as transactions) and, therefore, tend to contain large numbers of individual records. Summarizing large numbers of records can take a long time. In contrast, data warehouses contain more summary data, which tends to better performance for reporting.

· Servers hosting OLTP databases are usually busy with transactional processes. Summarizing large groups of records can rapidly tax a server hosting OLTP databases resulting in poor reporting performance or poor transactional processing. Data warehouse are optimized for reporting.

If you want to reduce or eliminate redundancy, then your reporting efforts will have to be based on your source OLTP systems. Not only will that increase complexity and decrease performance, it will reduce the performance for the OLTP systems used to run your business day-to-day. Spending money on additional hard disk systems and some time to create a data mart (or data warehouse) is well worth the benefit that a cube provides. The relational model suffers from a relatively long response time when requested to execute complex queries. Handling a query consisting of millions of lines is impossible without a powerful server and an optimised SQL script. Or else, instead of getting on with the job, users might spend much of their time sitting around, twiddling thumbs and gazing into space.

Data warehouses, in contrast, are targeted for decision support. Historical, summarized and consolidated data is more important than detailed, individual records. Since data warehouses contain consolidated data, perhaps from several operational databases, over potentially long periods of time, they tend to be orders of magnitude larger than operational databases; enterprise data warehouses are projected to be hundreds of gigabytes to terabytes in size. The workloads are query intensive with mostly ad hoc, complex queries that can access millions of records and perform a lot of scans, joins, and aggregates. Query throughput and response times are more important than transaction throughput.

The OLAP Process

After a data warehouse has been implemented the following steps need to be followed :-

1. Hierarchies and levels can be defined for the dimensions—Hierarchies typically display the same data in different formats such as time data can appear as months or quarters. Levels typically allow the data to be "rolled up" into increasing less detailed information such as in a Region dimension where cities roll-up into states which roll-up into regions which roll-up into counties and so forth. This allows the user to "drill-up" or "drill-down" to see the data in the desired detail. 

2. The cube is created—Once the data has been loaded into a data warehouse or series of data marts, the cube can be built. A cube is a specialized database that is optimized to combine, process, and summarize large amounts of data in order to provide answers to questions about that data in the shortest amount of time. This allows users to analyze, compare, and report on data in order to spot business trends, opportunities, and problems. A cube uses pre-aggregated data instead of aggregating the data at the time the user submits a query especially in MOLAP. Pre-aggregating data can be afforded because there are no modifications required to be done with the fact data stored in the data-warehouse although drill-down to the fact table can be slowed down. 

3. The storage mode for the cube is selected—Physical storage options affect the performance, storage requirements, and storage locations of the data used by the cube. The three options available include MOLAP, ROLAP, and HOLAP. The 3 technologies will be discussed in detail in the next chapter

4. The cube is processed—When you process a cube, the aggregations designed for the cube are calculated and the cube is loaded with the calculated aggregations and data. Processing a cube involves reading the dimension tables to populate the levels with members from the actual data, reading the fact table, calculating specified aggregations, and storing the results in the cube. After a cube has been processed, users can query it.

5. The cube is now ready to be used by users—Users can view the cube data by using the OLAP frontend (described in the previous chapter) which allows you to quickly browse multidimensional data in a flattened, two-dimensional grid format. 
Of course, depending on the complexities and structure of your data and the types of analysis your users will be doing, other, more complex steps may be necessary to complete the process.

OLAP SERVER

An OLAP server is a high-capacity, multi-user data manipulation engine specifically designed to support and operate on multi-dimensional data structures. A multi- dimensional structure is arranged so that every data item is located and accessed based on the intersection of the dimension members which define that item. The design of the server and the structure of the data are optimized for rapid ad-hoc information retrieval in any orientation, as well as for fast, flexible calculation and transformation of raw data based on formulaic relationships. The OLAP Server may either physically stage the processed multi-dimensional information to deliver consistent and rapid response times to end users, or it may populate its data structures in real-time from relational or other databases, or offer a choice of both. Given the current state of technology and the end user requirement for consistent and rapid response times, staging the multi-dimensional data in the OLAP Server is often the preferred method. 

OLAP servers can be classified as MOLAP (proprietary files typically multidimensional arrays used for storing multidimensional data), ROLAP (relational tables used for storage yet presented using multidimensional logic), HOLAP (a combination of MOLAP for aggregate data and ROLAP for fact table)

THE COMPLETE PICTURE
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The above picture gives a view of the relationships between a Data-warehouse, OLAP server, Data mining, OLAP front-end tools.

An OLAP (On-Line Analytical Processing) server enables a more sophisticated end-user business model to be applied when navigating the data warehouse. The information stored in data warehouse can be requested by OLAP servers to provide it to the OLAP front-end in multidimensional format. The OLAP server handles the complex requests made by the OLAP front-end which may include various operations on the cube like slicing, dicing, pivoting etc.

Data-visualisation tools are included in the OLAP front-end.

Data mining tools utilize the data-warehouse to analyse patterns in data using techniques like artificial intelligence, fuzzy logic, genetic algorithms etc. The fact table can be utilised to bubble up exceptions which can be lost in aggregate data. Apart from this mostly the OLAP server is utilized by them to obtain data for pattern matching. The Data Mining Server must be integrated with the data warehouse and the OLAP server to embed ROI-focused business analysis directly into this infrastructure. An advanced, process-centric metadata template defines the data mining objectives for specific business issues like campaign management, prospecting, and promotion optimization. Integration with the data warehouse enables operational decisions to be directly implemented and tracked. As the warehouse grows with new decisions and results, the organization can continually mine the best practices and apply them to future decisions.

It is important to distinguish the capabilities of a Data Warehouse from those of an OLAP (On-Line Analytical Processing) system. In contrast to a Data Warehouse, which is usually based on relational technology, OLAP uses a multidimensional view of aggregate data to provide quick access to strategic information for further analysis. While OLAP systems have the ability to answer "who?" and "what?" questions, it is their ability to answer "what if?" and "why?" that sets them apart from Data Warehouses. OLAP enables decision-making about future actions. A typical OLAP calculation is more complex than simply summing data, for example: "What would be the effect on soft drink costs to distributors if syrup prices went up by $.10/gallon and transportation costs went down by $.05/mile?" This capability is of particular use to data-mining tools.

OLAP and Data Warehouses are complementary. A Data Warehouse stores and manages data. OLAP transforms Data Warehouse data into strategic information. 
OLAP Servers – Technologies and associated problems

Dr. Codd’s definition of OLAP

After looking at the concept of OLAP and OLAP front-ends we take a look at the implementation i.e. OLAP servers like MOLAP, ROLAP, HOLAP with a glance at DOLAP. In this context Dr. Codd’s definition of OLAP has been cited briefly. 

Basic Features B 
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F1: Multidimensional Conceptual View 
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F2: Intuitive Data Manipulation Dr Codd preferred data manipulation to be done through direct actions on cells in the view, without recourse to menus or multiple actions. 
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F3: Accessibility: OLAP as a Mediator  In this rule, Dr Codd essentially described OLAP engines as middleware, sitting between heterogeneous data sources and an OLAP front-end.
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F4: Batch Extraction vs Interpretive This rule effectively required that products offer both their own staging database for OLAP data as well as offering live access to external data. Today, this would be regarded as the definition of a hybrid OLAP, which is indeed becoming a popular architecture, so Dr Codd has proved to be very perceptive in this area.
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F5: OLAP Analysis Models  OLAP products should support all four analysis models (Categorical, Exegetical, Contemplative and Formulaic) which would be describes as parameterized static reporting, slicing and dicing with drill down, ‘what if?’ analysis and goal seeking models, respectively. 
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F6: Client Server Architecture Dr Codd required not only that the product should be client/server but that the server component of an OLAP product should be sufficiently intelligent that various clients could be attached with minimum effort and programming for integration. 
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F7: Transparency  This test was also a tough but valid one. Full compliance means that a user of, say, a spreadsheet should be able to get full value from an OLAP engine and not even be aware of where the data ultimately comes from. 
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F8: Multi-User Support  Dr Codd recognized that OLAP applications were not all read-only and said that, to be regarded as strategic, OLAP tools must provide concurrent access (retrieval and update), integrity and security. 

Special Features S 
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F9: Treatment of Non-Normalized Data  Data changes should not be allowed in what are normally regarded as calculated cells within the OLAP database. But some products go against this.
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F10: Storing OLAP Results: Keeping Them Separate from Source Data (New). Read-write OLAP applications should not be implemented directly on live transaction data, and OLAP data changes should be kept distinct from transaction data. 
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F11: Extraction of Missing Values (New). Missing values are to be distinguished from zero values. 
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F12: Treatment of Missing Values (New). All missing values to be ignored by the OLAP analyzer regardless of their source. 

Reporting Features R 
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F13: Flexible Reporting (Original Rule 11). Dr Codd required that the dimensions can be laid out in any way that the user requires in reports and interaction be allowed which is supported by few reporting tools. 
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F14: Uniform Reporting Performance (Scalability). 
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F15: Automatic Adjustment of Physical Level The OLAP system should adjust its physical schema automatically to adapt to the type of model, data volumes and sparsity. 

Dimension Control D 
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F16: Generic Dimensionality Dr Codd took the purist view that each dimension must be equivalent in both its structure and operational capabilities. However, he did allow additional operational capabilities to be granted to selected dimensions (presumably including time), but he insisted that such additional functions should be grantable to any dimension. He did not want the basic data structures, formulae or reporting formats to be biased towards any one dimension. 
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F17: Unlimited Dimensions & Aggregation Levels 
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F18: Unrestricted Cross-dimensional Operations 

OLAP Server types
DOLAP (DESKTOP OLAP) - Desktop OLAP products have evolved from query and managed query tools, and are based on storing data in proprietary structures on the desktop. Typical operation involves executing a query against a database that then loads the data into a local file structure. The end user can then do analysis against the local data using the OLAP capabilities that come with the tool. The chief limitations of desktop OLAP tools revolve around their client-centric computing model. Analysis of large data sets requires high-powered PCs and taxes local area networks. They are suitable for small business with easy deployment being one of the important factors. These products are meant for the mass market where data warehousing is an unnecessary hassle, no. of users concurrently using OLAP are very few and cost-effectiveness is required. If these are available in tight integration with their OLTP application then this solution is a dream one for small businesses as it relieves them of administration hassles and technical jargons. 

MOLAP

Storage Techniques

MOLAP and other multidimensional server tools are based on the idea that a multidimensional view of business or program data is consistent with and reflects business logic and common sense. A multidimensional view of data as cubes, naturally segments data into cells lying at the intersection of relevant categorical dimensions. They use proprietary structures to store data.

Multidimensional database servers group field category values into dimensions, and then dimensions into multidimensional arrays. Specific field category values that may occur in data (logically possible category values) identify either the rows or columns of array dimensions, and grouped field categories identify the row or column array dimensions themselves. 

Arrays are populated by placing actual field values in the cells of the array, data generally imported from flat files or relational databases. The dimensions of the array categorize the values in the cells, which, in turn, provide data variable values for the segments of the entity population defined by the categorization. The values in the cells are never values of the dimensional categories. Instead they are values of attributes that vary across the dimensions. 

Attributes or variables often used to populate arrays are business measurements, such as prices, costs, sales, profits, probabilities of response to promotions, and averages of customer lifetime value. In general, values in arrays are values of continuous, or at least frequency variables, while dimensional category values are those of discrete variables, or continuous variables whose values have been categorized to accomodate the OLAP perspective. 

The multidimensional array has a position in the multidimensional logical model analogous to the position of the table of field values in the relational model. Arrays provide a basic segmenting structure within which data description and analysis takes place, but to perform such analysis through query processing, it is necessary to specify higher level logical operations between components of multidimensional arrays and between multidimensional arrays themselves. Multidimensional databases can call on the full set of logical operations available to relational databases.

Integration with RDBMS

MOLAP data can be stored within the Oracle9i database, with all the usual MOLAP benefits, plus some Oracle database strengths, but people should understand that this is still MOLAP, not ROLAP physical storage. In other words, the Oracle database manager takes care of the MOLAP data storage, but that doesn't mean it's stored in relational tables. In other words, it's stored in the Oracle DBMS, not an RDBMS. Oracle executives don’t stop counting the benefits of this approach but the level of customer satisfaction has been low so far. The product is likely to improve by the next release

MOLAP - advantages

In addition, however, there are certain logical relations and operations that are much easier to perform in multidimensional databases because they are "hard-wired" into the design of commercial products and need not be assembled from clever and exacting manipulation of more basic logical operations. These operations include: defining parent-child relations between dimensions and constructing dimensional hierarchies across geography, organization, time and other important organizing concepts; easily performing matrix calculations that allow whole vectors or slices of arrays to be operated on at once; ranging or subsetting (also known as "dicing,") multidimensional arrays to provide more focused descriptions, reports, and analyses; rotation (also known as "data slicing," ) to examine a different view of the multidimensional array being queried without having to reassemble the array from basic data; and aggregating or disaggregating multidimensional arrays to diplay higher or lower levels in a dimensional hierarchy such as time period, geography, or organization (known as "rolling-up" or "drilling- down").

Multidimensional databases share with relational databases either friendly query languages or visual tools that make ad hoc querying practical for database marketing analysts, sales analysts, financial ananlysts, and other practitioners of chain querying. Multidimensional database vendors, moreover, feel that their query languages are more efficient than SQL. Many examples exist comparing SQL queries with multidimensional ones. Almost invariably multidimensional queries are a fraction of the size of SQL queries. An important factor in ease of querying is the presence of the high level operations allowing data dicing, slicing, rolling-up, drilling-down and matrix arithmetic. It is easy and highly intuitive to formulate ad hoc queries using multidimensional products, and excellent visual tools exist to aid the process of ad hoc query chaining.

In the area of query performance, multidimensional databases, unaided by indexing or special hardware, exhibit improved performance over relational databases and ROLAP implementations based on relational tables. The reason for increased performance is that multidimensional databases use the high level logical operations named earlier to either retrieve summaries or counts that immediately fulfill queries, or at a minmum, to access a place in the multidimensional database that allows query processing to proceed through scanning only a small portion of the data. Most MOLAPs also support more complex calculations. By definition, MOLAPs do NOT store their data in relational databases, which means that a good MOLAP also takes less space than a ROLAP, though an inefficient MOLAP takes more space than a ROLAP. 

An ad hoc query like "How many blue, minivans were sold by Chevy dealers in Minnesota in 1993?" requires no scanning of a multidimensional database. The cell with the answer can be reached by drilling down to State, and dicing and slicing to the face and cell of the array which has the information in it. And if the next query is, and "how many were sold in Minneapolis/St. Paul?" the answer is even faster in coming because it only requires a "drill-down."

MOLAP disadvantages

MOLAP is disappointing when performance falls apart due to atomic level questions as it uses pre-aggregated data stored in multidimensional structures. If a user wishes to drill-down to transaction level data MOLAP is a poor option. In fact many MOLAP vendors are incorporating some level of ROLAP technology and switching to HOLAP as described in the section related to HOLAP.

Some MOLAP implementations also have a problem with security. MOLAP relies heavily on pre-calculations and some products require that each cell be pre-calculated which can lead to huge cube sizes resulting in database explosions and loss of flexibility while navigating dimensions.

Database Explosion – MOLAP’s nightmare

Sparse Data

Sparse data is literally data with “holes” in it. Sparse cubes have gaps in their data where there are no values and are the most common  type  of  cube.  Most  real  world  cubes  are  very  sparse,  while  the remainder are very dense (very few holes).  

These  “holes”  occur  because  not  all  combinations  of  fields  in  the  dimensions apply.  Sparse  data  typically  appears  in  applications  that  display  information about products and stores. In a large retail organization, not all of the company’s stores  will  sell  every  product  in  their  range,  so  where  a  store  name  coincides with a product that it does not sell, the value simply remains empty (or null).  Relational  Databases  are  also  sparse,  but  do  not  appear  to  be  when  viewed directly. This is because a database table only shows the records that exist, any data that doesn’t exist usually does not appear in the table, so the empty values are not readily apparent.  
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It  is  important  to  note  that  these  empty  cells  are  not  zero  values,  they  are effectively holes in the data. For example, in figure 3.4.2., the empty value at the intersection of Bulbs and Downtown shows that the Downtown store does not sell bulbs. 

Data explosion – Factors

To illustrate just how efficiently a good MOLAP compresses data we cite an example of a MOLAP server used a six-dimensional (including measures) banking cube, based on a 13 million row fact table. The relational fact table took 5188 Mb (including indexes) but not including any aggregates. Even including a significant number of aggregates, the MOLAP cube only took 336Mb, well under a tenth of the space taken by the relational fact table. Not only was the space used much less, but MOLAP queries were also far quicker than either SQL or ROLAP (MDX) queries. But if even if one dimension is added it can increase the space used by 104 that leads to a database size of about 3 TB. In short the problem is exponential , but compression is linear and cannot tackle it completely.
The ability to handle sparse data is an important part of the performance of an OLAP application. If the data cells don’t exist, then they should not occupy any space in the cube, although their location in the cube would still be valid.  The concept that empty cells do not occupy any physical space is very important to modern OLAP  applications because  a  large OLAP  cube has  the potential to be  enormous!  As  an  example,  imagine  a  five-dimensional  cube,  where  each dimension has ten thousand fields. The maximum number of  data  points  that could be stored in such a cube is derived by multiplying together the number of fields  in  each  dimension,  in  this  case  resulting  in  a  cube  with 100,000,000,000,000,000,000  cells! Although  an  enormous  number,  this  value is only the potential cell count, literally the maximum number of cells that could be  stored  in  the cube. In reality, the actual cell count might be quite small, for example a few million, resulting in a manageable cube size because the unused data points require no physical storage space.In fact, this explosion of empty cells is exponential in nature and leads to a situation known as data explosion.

So, the unexpected behavior of multidimensional equations means that the apparently sensible decision to pre-calculate everything can have very surprising — even alarming — consequences. The problem is a result of the multidimensional cross relationships which exist in all OLAP applications and the fact that the input data is usually very sparse (the vast majority of possible cells, defined as combinations of dimension members, actually contain no data). Thus, the thinly distributed input data values may each have literally hundreds of computed dependent cells, because they will feature in hierarchies in each of the dimensions

SOLUTIONS

Fortunately, there are solutions to this problem. All of them are based on two simple concepts: 
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Avoid fully pre-calculating any multidimensional object with more than five sparse dimensions. Many products provide facilities for doing a proportion of the calculations on-the-fly, and they do it in many different ways. For example, management ratios, variances, simple time series conversions and rarely viewed consolidations may all be computed on-the-fly. Many products classify data using a concept variously called attributes, properties or characteristics. These are used for on-the-fly groupings, selections and aggregations, without requiring the full overhead of a dimension.
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Reduce the sparsity of individual data objects by good application design and by using a multicube rather than a hypercube approach, so each object has the minimum number of necessary dimensions. Most OLAP products designed for large applications use a multicube database structure for this reason. 
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LEVELS OF PRE-CALCULATION – To be or not to be

When applications are pre-calculated, it is necessary to decide what to calculate in advance. Generally speaking, it is best to choose data that is: 
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slow to calculate at run-time, because it depends on many other cells or complex formulae or 
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frequently viewed or 
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the basis of many other calculations.

Ironically, a full pre-calculation may often deliver a worse query performance than an optimal partial calculation. This is because the database will be so much larger if it is fully pre-calculated that a smaller proportion of useful data will remain in memory buffers. This could mean that the extra I/O ‘cost’ of the disk access exceeds the small CPU saving — in other words, a faster query performance may actually be obtained by keeping more of the key data in RAM, and doing dynamic calculations as required. Thus, it is almost never ideal to pre-calculate everything, though it may be worth performing most aggregations in advance in some cases.

Of course, for a very few applications, it may still be useful to pre-calculate everything, even if this is not theoretically optimum. Some of the factors that might favor this approach are: 
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relatively small applications (a few million input cells), which can be easily calculated in the available time window and for which disk space is not a problem, 
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applications which have no more than about five dimensions, 
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when calculations are complex and interdependent, and would therefore be slow to execute at run-time, 
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when query performance is all-important (for example, in some EIS applications), 
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applications with potentially thousands of concurrent users (most probably, via the Web).

Clearly, therefore, deciding how much to pre-calculate is both very important, and not at all easy. Many products make it possible to exercise this judgment yourself, a few do it for you, and some provide no choices. So, because the problem is exponential and solutions are not very well-structured it is faced frequently in case of large databases and data with more dimensions.

ROLAP 

Storage Techniques

ROLAP adheres to the OLAP doctrine that end users should be presented with a multidimensional view of business data. But it strongly disagrees that it is necessary to physically store data multidimensionally, or to use a logical model that views data as a cube or hypercube, in order to provide a multidimensional view of the data and it uses relational tables to store data. Instead, ROLAP practitioners have developed the concepts of dimensional modeling including such data modeling concepts as the star schema, the snowflake schema, the constellation, and qualities. 

Dimensional models clearly present multidimensional views of data. They do so by presenting a flattened view of the dimensional slices. Like a multidimensional server, ROLAP requires a separate server engine for analytical processing. But ROLAP differs from OLAP in that data remains resident on a relational data warehouse, that participates along with the ROLAP server in a true interactive three-tier architecture. “A ROLAP engine is a set of metadata-driven software components that generate SQL—statements and perform formulaic calculations based on users’ multidimensional requests all at run time.” 

ROLAP vendors feel that use of the relational model for multidimensional analysis is superior to use of a mutidimensional logical model. They point out that ROLAP products are much more open to standard relational OLTP architecture, and much more accessible to front-end application development, query, and reporting tools. And in a nutshell, they believe that ROLAP is just as capable as MDOLAP at providing high performance sophisticated analyses for users, while at the same time providing much greater scalability in relation to the number of dimensions and the amount of atomic data that enter an analysis.

ROLAP solutions leverage the backend relational database for the bulk of query processing requested by end users, and return only result sets back to the end user desktop or browser. With this approach, there are no requirements for intermediate storage of data, for example in proprietary cubes in MOLAP, to facilitate end user access to information. ROLAP architecture ensures that there are no limits on the volume of data that is accessible for analysis. They connect to any relational database using ODBC. This ODBC connection is used only to pass SQL that is generated by their engine to the database and to fetch results.

Advantages of ROLAP

ROLAP advocates believe that ROLAP is the only database technology that addresses the need for decision support in Very Large Database (VLDB) environments. In their view, ROLAP can provide unlimited scalability of dimensions and atomic data.

The ROLAP engine integrates with a variety of presentation layers through which users perform OLAP analyses. Because the database is relational, it can contain transaction-level detail data. This enables the DBMS to provide users with data depth as needed. For high-level data requests, summary tables can be built and even loaded into memory to achieve comparable performance with MOLAP databases. ROLAP engines increasingly offer a range of administrative tools to automate the relatively simple task of building and updating summary tables.

Disadvantages

Inspite of all that has been said, it is an accepted fact that ROLAP is slower than MOLAP because of using on the fly calculations. In principle, ROLAPs can handle larger apps than MOLAPs, though good MOLAPs can go high enough for 99% + of all apps.
For these reasons, few ROLAPs now survive, and in products that offer a
choice, most users opt for MOLAP storage.

HOLAP

Looking at the problems of MOLAP – database explosion and inflexiblity and inability to drill-down to atomic data and that of ROLAP – slow response time, HOLAP was thought of as a way of providing the best of both worlds.

The hybrid OLAP (HOLAP) solution is a mix of MOLAP and relational architectures that supports inquiries against summary and transaction data in an integrated fashion. The HOLAP approach enables a user to perform multidimensional analysis on data in the MDDB. However, if the user reaches the bottom of the multidimensional hierarchy and requires further detail data, the HOLAP engine generates SQL to retrieve the detail data from the source RDBMS and returns it to the end user. Several MOLAP vendors, such as Arbor and Oracle, have transitioned to HOLAP architectures that include a ROLAP component. However, these HOLAP architectures are typically more complex to implement and administer than ROLAP or MOLAP architectures.

Advantages

HOLAP provides a sufficiently fast response time and seeks to provide a fairly scalable architecture eliminating problems encountered by MOLAP and HOLAP. News from major OLAP vendors both – MOLAP and ROLAP indicates that they have HOLAP-ised their products to curb their deficiencies.

CHAPTER 4  MARKET AND NEW TRENDS

THE OLAP MARKET

The OLAP market is heavily fragmented. This fragmentation is unlike other sectors, such as the database industry or desktop productivity tools. Some might suppose that this is because of the relative immaturity of the OLAP sector, presuming that it was an all-new area. In fact, while it might indeed be immature, this is not a new area: the oldest OLAP product (Express) and OLAP vendor (Comshare) date back to 1970 and 1966 respectively, long before the eras of relational databases, client/server computing, desktop tools or the Web. 

Microsoft has now overtaken Hyperion Solutions to become the largest OLAP vendor, but neither could be called ‘dominant’. Although Microsoft’s lead is sure to increase in 2003, it will still not have anything like the dominance it enjoys in some other markets. In fact, it may still have no more OLAP revenue market share in 2003 than Hyperion Solutions enjoyed immediately after its ill-fated merger in 1998. Microsoft has no major OLAP product releases expected till well into 2004, so it will be selling a three-year old product in 2003 and it is lucky not to be losing ground to more recently updated competitors. Microsoft also has no strong OLAP client tools, unlike the other OLAP server vendors.

Similarly, IBM, Oracle and SAP, which dominate in other markets, are all relatively weak in the OLAP market, and Oracle in particular has had several years of decline. Oracle may start to stage a recovery in 2003 as it completes its new generation product line, but it has now lost too much ground ever to recover the leading position it held in the mid 1990s

The total worldwide OLAP market, including implementation services, was about $1 billion in 1996, $1.4 billion in 1997, just over $2bn in 1998, $2.5bn in 1999, just over $3bn in 2000, $3.3bn in 2001 and $3.5bn in 2002. It showed a 40 percent compound growth rate over the four years until 1997. The growth rate did slow in 1999, to 20 percent, though it recovered slightly to about 22.5 percent in 2000. 

The growth rate plummeted in 2001, to just over seven percent, partly because of external factors, and partly because of a long term trend for slower growth rates in this sector. The rate fell even further in 2002 to a disappointing (and lower than we predicted) four percent. 

Average prices have reduced sharply now that Microsoft is one of the major vendors (though volumes are growing more strongly than ever). Many Microsoft OLAP sales are being made at the expense of far more expensive alternatives, and there is evidence of a slowdown in several companies’ growth rates from 1999. In particular, all other OLAP server vendors are now reporting poorer results, whereas the leading client tool vendors continue to thrive (especially those specializing in Analysis Services). Microsoft has sold hundreds of thousands of OLAP seats in in each year from 1999, many at the expense of more expensive alternatives. Many companies who buy the low cost Microsoft OLAP server also expect to pay less for OLAP clients, which further drives down average prices. This means that as Microsoft’s share increases, the volume growth may remain strong, but the revenue growth will be depressed unless the market reaches the point when Microsoft has much more than a 50 percent share, which is not likely in the near future.

ROLAP vendors have entered the market only in the last few years, and there are four of them that have received a good bit of attention in the trade press. Two are among the fastest growing corporations in the United States. The four companies are: Microstrategy [2], Information Advantage, Stanford Technology Group (recently acquired by Informix), and IQ Software. All offer ROLAP suites including analytical server engines, reporting and analysis tools, system design tools, and Web enabling software.

No ROLAP vendor has ever made a cumulative profit eg. MicroStrategy, MineShare, WhiteLight, STG, IA and Prodea. The natural market for ROLAPs seems to be just too small, and the deployments too labor intensive, for there to be a sustainable business model.

New products from small vendors can make their mark only if they have been on the market for a while and shown that they are likely to survive. Many apparently promising new products have failed to take off, either for product or vendor reasons: this is as likely to be due to weak marketing as product defects, and until the product has moved to at least a second release and has a number of live customer sites nothing is definite.

Desktop OLAP – sneaking in

Computer users have liked their spreadsheets like MS-Excel and have not been interested in new multidimensional replacements if these were not also fully compatible with their old, macro driven worksheets. Also, the concept of a small multidimensional spreadsheet, sold as a personal productivity application, clearly does not fit in with the real business world. Microsoft went this way, by adding PivotTables to Excel. Although only a small minority of Excel users take advantage of the feature, this is probably the single most widely used multidimensional analysis capability in the world, simply because there are so many users of Excel. Excel 2000 included a more sophisticated version of PivotTables, capable of acting as both a desktop OLAP, and as a client to Microsoft Analysis Services. However, the OLAP features even in Excel 2002 are inferior to those in OLAP add-ins, so there is still a good opportunity for third-party options as well.

The approach to bringing multidimensionality to spreadsheet users has been far more popular with users. So much so, in fact, that traditional vendors of proprietary front-ends have been forced to follow suit, and products like Express, Holos, Gentia, MineShare, PowerPlay, MetaCube and WhiteLight all proudly offered highly integrated spreadsheet access to their OLAP servers. Ironically, for its first six months, Microsoft OLAP Services was one of the few OLAP servers not to have a vendor-developed spreadsheet client, as Microsoft’s (very basic) offering only appeared in June 1999 in Excel 2000. However, the (then) OLAP@Work Excel add-in filled the gap, and still (under its new snappy name, Business Query MD for Excel) provides much better exploitation of the server than does Microsoft’s own Excel interface. Since then there have been at least ten other third party Excel add-ins developed for Microsoft Analysis Services, all offering capabilities not available even in Excel 2002.

A few users demanded multidimensional applications that were much too large to be handled in multidimensional databases, and the relational OLAP tools evolved to meet this need. These presented the usual multidimensional view to users, sometimes even including a spreadsheet front-end, even though all the data was stored in an RDBMS. These have a much higher cost per user, and lower performance than specialized multidimensional tools, but they are a way of providing this popular form of analysis even to data not stored in a multidimensional structure. Most have not survived.

Other vendors expanded into what is sometimes called desktop OLAP (even though, in Web implementations, the cubes are usually resident on the server): small cubes, generated from large databases, but downloaded to PCs for processing. These have proved very successful indeed, and the one vendor that sells both a relational query tool and a multidimensional analysis tool (Cognos, with Impromptu and PowerPlay) reports that the latter is much more popular with end-users than is the former.

Now, even the relational database vendors have embraced multidimensional analysis, with Oracle, IBM, Microsoft, the former Informix, CA and Sybase all developing or marketing products in this area. Ironically, having largely ignored multidimensionality for so many years, it now looks like Oracle, Microsoft and IBM might be the new ‘OLAP triad’, with large OLAP market shares, based on selling multidimensional products they did not invent.

SELECTING A PRODUCT

Everyone wants to be (or at least look like) a winner, and this is at least as true of the dozens of OLAP vendors, as it would be for any other competitive group — so they all try to be perceived as leaders or pioneers of their chosen niches. They work hard to come up with distinct positioning statements that can make them appear to dominate significant portions of the market. This requires them to define ingeniously subtle variations on common themes, because there aren’t enough suitable descriptive words to go round. This self-generated classification system makes the vendors’ marketing people feel good, but the results can be very confusing for buyers.

The phrases business intelligence and decision support crop up most often, but performance management seems to have replaced the short-lived EBI or e-BI fashion. OLAP is used much less often than might be expected, and the old EIS term appears almost to have disappeared. The most popular self-descriptions are pioneer and world/global leading (or leader). Some even claim to be the “only” providers of their type of offering. Ironically, however, few of the largest vendors use grandiose words like these to describe themselves.

Another problem is that industry watchers all have their own contrived categories and each refuses to use classifications coined by others. The smaller vendors often try to curry favor with whichever industry analyst they currently regard as most influential and therefore adopt essentially meaningless descriptions like “enterprise business intelligence”. Several quite different products that are in no way competitive with each other can therefore apparently fall into the same category, whereas direct competitors might opt for quite different analyst groupings — none of which helps the buyer.

The criteria for selecting a product has been underlined below :-

	FEATURE 
	COMMENT
	 

	Local support around the world
	Most of the smaller vendors have limited support infrastructures elsewhere. Even some of the larger, non-specialist vendors (such as IBM, Oracle or Microsoft) may have limited OLAP product knowledge around the world compared to their sales volume. 
	 

	Database capacity
	This is the ratio between the usable capacities of the largest and smallest products is several orders of magnitude. Many financial applications do not need a large capacity, and this score would be unimportant for products aimed only at such applications. The applications that need the largest capacity are those that analyze sales at customer level, typically in the financial services or retail sectors. Also the no. of users supported and facilities like write-back and security may count.
	 

	Database structural flexibility
	If the Product is reqd. for multiple applications, then this score becomes much more important. Note that a higher score may bring with it the disadvantage that the product is probably harder to implement, and design errors are more likely to lead to inefficient applications.
	 

	Dynamic sparse matrix capabilities
	Handling sparse data is one of the most basic requirements of any OLAP application, because multidimensional data is always sparse. As dimensions are added, the data gets increasingly sparse, and the software has to get smarter about how it stores, accesses and processes it. It is also important that the indexes that are used to access the data do not, themselves, take more space than the data itself, so some of the more obvious ways of dealing with sparse data are effectively ruled out. 
	 

	Client and Server platform support 
	Vendors who are most enthusiastic about web front-ends are also neglecting their Windows front-ends, so you may have to choose between which of these you think is likely to be most important in your organization. While browser front-ends are appropriate for casual and external users, they do not provide the performance, functionality or flexibility demanded by serious analytical users, so you probably need both. Also, server platform support must be provided but is a low priority. If you're planning to implement a distributed architecture, you'll need an OLAP tool that supports one also.
	 

	Data access functionality
	OLAP applications sometimes have to access data from a number of sources, including legacy systems, relational databases, multidimensional databases, flat files and PC applications. This score assesses the flexibility, functionality, performance and simplicity of this access.
	 

	Calculation functionality
	The more complex products have to do cross-dimensional calculations, currency translations, financial modeling, goal seeking and other iterative calculations. It is also usually best if the product offers some flexibility about when the calculations are done: in advance  and at run-time.
	 

	Reporting flexibility and application building
	This takes into account ad hoc and formatted on-screen, formal printed and web based reporting. Most applications will require a mix of these three options, but buyers must decide how important each is. Some products are not strong in themselves, but through having a well supported API, can be used with other reporting products. Some products allow application development based on them using third party tools(Visual Basic etc).
	 

	Exception alerting
	This feature is often confused with data mining. Exception alerting is the process of the software looking for anomalies in the input data or calculated results, and proactively warning the user. At the simplest level, this consists of color coding of visible numbers, and conditional reporting but can expand to scouting the database for detecting trends. 
	 

	Security
	If the database contains sensitive information like internal cost information or stock price sensitive data, it is necessary to have more fine-grained control. This can include selectively allowing read and write privileges, by hierarchy level and position in each dimension or even down to cell level. Most products do not provide the full set of possible options, but most sites also only use a small subset of what is available, partly to avoid an administrative nightmare.
	 

	Training costs and ease of use.
	Products that have a shallow learning curve, but which ultimately offer a lot of flexibility to users are preferred. I favor good use of the mouse, including dragging and dropping and good exploitation of the right mouse button. 
	 

	Retrieval performance
	At run-time, most OLAP products do some on-the-fly calculations as part of the query process. This score is a measure of the performance that can be expected including both the data retrieval time and the run-time calculation time. The highest scoring products can deliver an almost sub-second response, while the sloIr ones might have typical query performances measured in multiple minutes. Depending on the patience of the users, this score may be more or less important.
	

	Ability to manage a 3-tier decision support system in real time.
	The OLAP tool needs to be able to manage query and report traffic simultaneously with communications with the data warehouse or data mart relational database server, with other analytical server-based data mining tools, with groupware applications, and with the Internet.


Emerging trends

HOLAP integrated with data-mining

IBM DB2 OLAP Server 8.1. pulls together “hybrid analysis” and OLAP (Online Analytical Processing) with data mining technology. Hybrid analysis is the combination of relational and multidimensional data, such as OLAP cubes, according to Jeff Jones, senior program manager of IBM data management solutions. 

“In the past you’ve had to choose between OLAP and relational data,” Jones said. “Now, customers have control over how to weave together relational storage and multidimensional OLAP data.” 

Jones continued that users can more easily find answers to intricate queries, as well as mine for data summaries or broader trends within the data. The newer model also blends the scalability of the relational data engine with the higher-performing OLAP, Jones added. Being able to run data mining on both OLAP and relational data boosts the performance of analytics. Allowing users to combine both relational and multidimensional data will increase the utility of data mining. The ability to report from both relational and multidimensional data also makes accessing information easier for users, who could care less where it is stored.

CONCLUSION

OLAM – The world is not enough ?

Comprehensive data warehouses that integrate operational data with customer, supplier, and market information have resulted in an explosion of information. Competition requires timely and sophisticated analysis on an integrated view of the data. However, there is a growing gap between more powerful storage and retrieval systems and the users’ ability to effectively analyze and act on the information they contain. OLAP technologies have tremendous capabilities for navigating massive data warehouses, but brute force navigation of data is not enough. A new technological leap is needed to structure and prioritize information for specific end-user problems. The data mining tools can make this leap. Quantifiable business benefits have been proven through the integration of data mining with current information systems, and new products are on the horizon that will bring this integration to an even wider audience of users.

Yesterday, we were using ad-hoc querying and reporting tools priding that any information can be accessed. Then we moved on to OLAP that does way with SQL and technical aspect of reporting for business managers and large volumes of data were required to be analysed effortlessly. But … the world is not enough and enter data-mining tools. Data-mining tools integrated with OLAP can lead us to OLAM (OnLine Analytic Mining). As the manager browses through the data in a cube he can expect data-mining to be used to tell him about patterns, and performances based on the business model automatically at each hierarchical level.

Object-oriented OLAP (O3LAP) and JOLAP are other emerging techniques.

	Evolutionary Step
	Business Question
	Enabling Technologies
	Characteristics

	Data Collection 

(1960s)
	"What was my total revenue in the last five years?"
	Computers, tapes, disks
	Retrospective, static data delivery

	Data Access 

(1980s)
	"What were unit sales in New England last March?"
	Relational databases (RDBMS), Structured Query Language (SQL), ODBC
	Retrospective, dynamic data delivery at record level

	Decision Support Systems (Mid 1990s)
	"What were unit sales in New England last March? Drill down to Boston."
	On-line analytic processing (OLAP),  data warehouses
	Retrospective, dynamic data delivery at multiple levels

	Data Mining

(Emerging Today)
	"What’s likely to happen to Boston unit sales next month? Why?"
	Advanced algorithms, multiprocessor computers, massive databases
	Prospective, proactive information delivery
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Books

Database system concepts by Silberschatz, Korth, Sudarshan. Fourth Edition, Mcgraw-Hill International Edition

Decision support systems and intelligent systems by E.Turban, J.E.Aronson. Sixth Edition, Pearson Education Asia
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· An Overview of OLAP and data warehousing technology – Surajit Chaudhuti , Umeshwar Dayal
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· Data warehousing, Breaking the rules – www.kalido.com

OLAP

· An introduction to OLAP by Crystal decisions (www.crystaldecisions.com)

· OLAP FAQ – www.microsoft.com
· OLAP – An explanation – Computer associates

· OLAP Council White paper on What is OLAP?.
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· OLAP and data mining – Ian Horton
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· Ad hoc query tools Do they really support ad hoc querying – Dr. Paul Dorsey. International Ad hoc SIG
· Financial Accounting and Reporting – www.miscrostrategy.com
· Glossary for OLAP - Nigel Pendse (www.olapreport.com)
· OLAP Glossary – The OLAP Council
· Proposed additions to the OLAP Glossary – Steve Elkins
· OLAP – www.logosphere.com
· OLAP@WORK enriches MS Excel – www.olapatwork.com
· OLAP – Pavle Mogin , Victoria University of Wellington.

· An Introduction to Data-mining – Kurt Thealing

· The OLAP Report –Multidimensional structures - Nigel Pendse (www.olapreport.com)
· Intelligent Cubes – www.microstrategy.com
· Opinions on MOLAP – dbforums.com

· A Survey of logical models for OLAP databases - Panos Vassiliadis, Timos Sellis

National Technical University of Athens

· The ART of HOLAP by SAS institute
· HOLAP extension by SAS institute

· Scalable Enterprise OLAP requirements – www.microstrategy.com

· Evaluating OLAP alternatives by Joseph Firestone (Executive information systems)

· IBM welds OLAP data mining. – www.infoworld.com
· Market share in OLAP - Nigel Pendse (www.olapreport.com)
· The OLAP Report – Crystal Analysis and HOLOS - Nigel Pendse (www.olapreport.com)
· The OLAP Report –Targit - Nigel Pendse (www.olapreport.com)
· The OLAP Report – Scoring OLAP products - Nigel Pendse (www.olapreport.com)
· The OLAP Report –Case study on the World Bank- Nigel Pendse (www.olapreport.com)
· Origins of OLAP - Nigel Pendse (www.olapreport.com)
