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Abstract

Computer Networks have greatly evolved in the last decade. These changes included improvement in network speed, latency and also related issues in physical media and computer architecture. All this was motivated by the requirements for new services and the introduction of new technologies. This change accumulated until they reached a point in which the nature of networks itself was transformed. The basic concerns and design principles will suffer a metamorphosis that will affect how gigabit networks will be handled. 

The focus of this Report is the recent development of gigabit networking. The basic concepts of gigabit networking, issues on high-speed switching and routing, congestion control, various routing protocols and current gigabit technologies are discussed in this report. 
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Chapter 1

Introduction
Technology advancement in the fields of fiber optics, computing systems, computer applications, data communications and internetworking has been linked closely to the development of networks that have the capability of operating at gigabit speeds. The capability of today's fiber optic signaling equipment to transmit several gigabits per second over long distances with very low error rates through optical fiber has convinced the researchers that gigabit networks are technologically feasible. 

Further, technology has realized a tremendous increase in the power and bandwidth of many parts of computing systems today at an affordable price. This is demonstrated by the existence of fast CPUs (for acronyms, please refer to the list of acronyms), fast memory, and high-speed buses in desktop computers, workstations, and servers. According to Moore’s Law, processor speeds double every 18 months, while it is commonly agreed that network capacity is increasing even faster at the factor of 1.78 per year. High-bandwidth storage systems have also been improved in performance. It is now possible to have gigabit-bandwidth file systems with a technology known as RAID. 

As computing power and storage systems become increasingly powerful, it is easier now to support new and existing network and computer applications with high-bandwidth data, high-resolution graphics, and other complex and rich multimedia data. Real-time video conferencing, 3D animation modeling, Internet telephony, medical imaging, CAD/CAM applications, and Mbone transmissions just to name a few were unthinkable in a few years ago, but are being used extensively today. Table 1, gives a good summary of the new and existing applications that drive network growth. 

  

	Table 1. Summary of Applications Driving Network Growth

	Application   
	Data Types/Size   
	Network Traffic Implication   
	Network Need   

	Scientific Modeling,      
Engineering 
	Data files; 100’s of Megabytes to Gigabytes 
	Large files increase bandwidth required 
	Higher bandwidth for desktops, servers, and backbone 

	Publications,     
Medical Data Transfer 
	Data files; 100’s of Megabytes to Gigabytes 
	Large files increase bandwidth required 
	Higher bandwidth for desktops, servers, and backbone 

	Internet/Intranet 
	Data files now; Audio now; Video will emerge; High Transaction Rate; Large Files, 1 MB to 100 MB 
	Large files increase bandwidth required; Low transmission latency; Class of service reservation; High volume of data streams 
	Higher bandwidth for servers and backbone; Low latency 

	Data Warehouse 
	Data files; Gigabytes to terabytes 
	Large files increase bandwidth required; Search and access require low latency 
	Higher bandwidth for servers and backbone; Low latency 

	Network Backup 
	Data files; Gigabytes to terabytes 
	Large number of large files; Transmitted during fixed time period 
	Higher bandwidth for servers and backbone; Low latency 

	Desktop      
Video Conferencing,     
Interactive Whiteboard 
	Constant Data Stream; 1.5 to 3.5 Mbps at the desktop 
	Class of service reservation; High volume of data streams 
	Higher bandwidth for servers and backbone; Low latency; Predictable Latency 


  

Most existing networks today are slower than most current computers and servers. Many current computers and servers using an industry-standard PCI (Peripheral Component Interconnect) bus architecture are capable of processing raw I/O with throughput of 132 MBps, or 1.05 Gbps. When these computers or servers are connected to the network through FDDI (Fiber Distributed Data Interface) or Fast Ethernet, the most widely implemented networks today, the maximum transfer rate is just 12.5 MBps. As a result, a bottleneck occurs between the computers or servers and the network, or a relatively high number of CPU interrupts per transfer happens as the computer adapts itself to the slower networks. 

Further, the explosive growth of the Internet, the WWW (World Wide Web) and enterprise intranets is radically changing the pattern of network traffic by introducing more and more different subnets. Network users are constantly accessing servers from many subnets and geographies rather than local servers to serve internal organizational needs. As a result, the traditional "80/20" rule is no longer true. In the past, the network traffic was 80% locally based in the subnet and 20% leaving the subnet, or running over the corporate backbone and across WAN (wide area network). The reverse trend is happening today. Today's network must be able to handle anywhere-to-anywhere traffic with 80% of the traffic crossing subnet boundaries. 

With today's data-intensive applications, increasing number of network users, enterprise intranets, LANs (Local Area Networks), and new methods of information delivery, pressure for higher bandwidth is growing rapidly at desktops, servers, hubs, and switches. The concern is how to achieve a high-performance network with a bandwidth that matches the capabilities of its processing power and memory capacity. Therefore, the primary goal of data communications today is not only to facilitate data exchange between computing systems, but to do it fast as well. This drives a widespread interest in the technologies for gigabit networking. 

Further, achieving true gigabit networks is not only the matter of raw bandwidth increases. Other aspects of networking should be considered. Such aspects are the existing legacy infrastructure networks in the existing switches, the software and network interface cards (NICs), and the ability of the protocol stacks to move data in and out of the computer, fast routing and switching. Other issues are increasing traffic demands, unpredictable traffic flows, and the priority of critical applications. Therefore, all of these aspects of the networking system should be taken into account in order to achieve true high-bandwidth networking. 

This Report discusses the basic concepts of gigabit networking and the issues on switching and routing. It also presents the recent development of gigabit technologies, various techniques for congestion control, gigabit protocols and also various technologies supporting gigabit networks. Finally, current gigabit technologies available for high-speed LAN are discussed. 




 
Chapter 2
Basic Concepts of Gigabit Networking
What is the speed for true gigabit networks? From the ATM (Asynchronous Transfer Mode) world, it could be 622,000,000 bps (OC-12), 1,244,000,000 bps (OC-24), or/and 2,488,000,000 bps (OC-48). With 100 MBps Fiber Channel, it would be 800,000,000 bps. In Ethernet, it is 1,000,000,000 bps. It also could be 1,073,741,800 bps (which is equal to 2 30 bps, where 2 10 equals 1,024 or 1 k). Standardized by IEEE 802.3z, a true gigabit network will provide connections between two nodes at a rate of at least 1,000 Mbps. By comparison, it is approximately ten times that of both FDDI and Fast Ethernet. 

The networks with at least 1 Gbps are feasible today basically due to the technology advancement in fiber optics, and cell networking (cell switching, or cell relay). 
  

2.1. Fiber Optics 
Light has the properties of reflection and refraction. When light passes from one medium to another, some part of it gets reflected and the rest gets refracted (Figure 1). Fiber optics use the properties of light refraction to send signals over long distances across a thin strand glass (core), which is surrounded by a thicker outer layer (cladding). The structure of a fiber is shown in Figure 2. In fiber optics, bits are sent by transmitting pulses of light through the core of fiber. 
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Figure 1: Reflection and Refraction of Light. 
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Figure 2: Fiber structure. 
Since the transmission speed of fiber is 0.69 the speed of light in vacuum, or about 2.1x108 m/s, it is not significantly different from the transmission speed of copper. This means a transmission through fiber is not faster than that through copper. The difference between fiber and copper then is information density (bandwidth). Fiber has more bandwidth because it can carry more bits per unit of cable than copper. According to Partridge, fiber has a bandwidth of 25 terahertz (THz) using a spectrum band of 200 nanometer centered on the wavelengths of 0.85, 1.3, and 1.5 microns. With standard equipment signaling capable of transmitting between 1 and 1.4 bits per Hz, a single fiber has a bandwidth between 50 and 75 terabits per second. 

There are two types of fiber: single-mode fiber and multimode fiber. Single-mode fiber is superior in its transmission quality and properties, while multimode fiber is more error tolerant in fitting to transmitter or receiver. 

2.2. Cell Networking 
Another important concept of gigabit networking is cell networking. The basic idea of cell networking is to transmit all data in small, fixed-size packets (cells). Figure 3 shows the concept of cell and packets. By choosing small, fixed-size cells, it is possible to reduce waste and to minimize delays. When one sends data with any size cells, on average, half of the last cell will be unused. 
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Figure 3: The concept of cells and packets. 
  
Secondly, if packets vary in size, the delay will also vary. As a result, it is very difficult to guarantee delays required for interactive voice and video traffics. Other advantages of cells are as follows: 

1. Reducing the number of transmission networks 

2. Providing easier support for multicasting 

3. Offering a better multiplexing scheme than ISDN (Integrated Services Digital Network) for high speeds 

4. It is easier to build hardware to do switching given that the cells are of the same size. This improves speed within switches and in the overall network.

5. Since cells are of the same size, switching can take place in parallel because all of them will take the same time to do the job. This greatly improves scalability of switch designs.

Therefore, the basic concepts of cell networking introduce faster transmission and lower delays, which both are requirements for gigabit-speed networks. 
  

Chapter 3
Routing and Switching Issues in Developing Gigabit Networking
Today's data communications and networks would not exist without routers. Routers are essential to links LANs and remote sites. Since routing is considered to be one of the major bottlenecks in networks, within the past few years, routers have become less central of building network and being replaced by switches. The current trend is "switch when you can, route when you must" or "switch many, route once". In the LAN environment, multiport bridges (segment switches) are used instead of routers to link LANs. In WANs, frame switches have replaced the need of routers. 

Switching and routing issues are very crucial in designing gigabit networking. Increasing bandwidth in the magnitude of gigabit will not be very useful if the gain of bandwidth is only offset by the slowness of routers. On the other hand, routing is required more than ever, especially with the current and future network traffic moving away from the traditional 80/20 rules to the new 20/80 rule. 

In this section, the basic routing functions, and how routing is done at gigabit speed are discussed. Several approaches for Congestion Control and Prevention are also observed. 

  

3.1. Basic Routing Functions 

Routing has two basic functions: determination of routing path (route calculation) and frame forwarding (switching). Routing protocols provide and exchange information about the topology of the overall network to all participating routing devices. Path determination may be based on a variety of metrics (values from algorithmic calculations on a particular variable such as network delay, link cost, etc.) or metric combination. Routing algorithm will then use route metrics and information, which are stored and maintained in routing table to find an optimal path to a destination. Secondly, route calculation runs the application of filters such as restriction, priority criteria, firewall, etc. on each packet in a particular traffic flow between two points. 

The function of frame forwarding is to forward incoming packets to the appropriate output link. Before forwarding the incoming packet, router has to look at the source and destination addresses of an incoming packet, which is evaluated at layer 3. 

3.2. Routing at Gigabit Speeds

Routing's main issue is to determine if a path exists between two points. In addition to that routing with a certain QoS requires that this path is also capable of achieving certain flow requirements. Routing for flows is more complicated because: 

- Each link must be described based in more than one metric. 

- The decision of which link to use for a path depends on the requirements of the specific flow being routed. 

The network layer's main function is routing. If the subnet is connectionless, routing decisions must be made in every node visited and for each and every packet routed. If the subnet is connection oriented this has to be done only once during connection set up. The following properties will be desirable in Routing Protocols: 

-  Correctness 

-  Simplicity 

-  Robustness 

-  Stability 

-  Fairness 

-  Optimality 

The terminology for switches and routers has merged and changed very much over time. As Clark. mentions in her NetworkMagazine.com article This is due to the added features that different manufacturers put in their products. The fact is that switches have become more powerful and loaded with gadgets than ever before. These products are hybrid systems that provide new levels of functionality. Switches now define their functions by layer. Layer 3 switching usually forwards packets via IP, this is because layer 3 flows contain source and destination addresses which ease the differentiation between different types of traffic and protocols. 

Layer 4 Gigabit Ethernet switches and routing switches can categorize different flows and distribute the load among servers, Alteon Switches provide this capability. In this layer, the categorization is made based on the different protocols running in the network. These systems support RSVP and will attempt to provide different QoS. 

3.3. RSVP - Resource Reservation Protocol

In RSVP, senders simply multicast their data flow Along with the flow traffic, senders periodically transmit path messages that include a flow spec describing their flows. The part that describes the characteristics of the traffic flow is called Tspec. The part that describes the service requested from the network is called the Rspec. 

RSVP is gaining industry acceptance as a preferred way to request and provide quality of network service. In order to have RSVP function and deliver defined and consistent quality to an application, each network component in the chain between client and server must support RSVP. Because of the need to have so many components supported by RSVP before meaningful results can be achieved, some vendors are advancing proprietary schemes to deliver some degree of QoS. Some of these may deliver QoS benefits to users, but will require certain portions of the network to be vendor-specific implementations. 

Connectionless networks are very robust because they can self-heal in case of failure of a node. RSVP tries to keep up with this and does it by implementing the idea of soft state in the routers. Soft state doesn't need to be deleted from the routers when no longer in use, the routers' soft-state times out after a given period of time and it is deleted. RSVP can be described as a protocol that uses multicast routing based in spanning trees. RSVP fully and efficiently supports multicast by suggesting a receiver oriented approach. Receivers decide which information and from whom they wish to receive and set their specs to do so. 

In RSVP the procedure to follow when establishing a traffic flow between two hosts is as follows: Receiver needs to know 

1. The kind of traffic the sender will transmit (sender's Tspec), to make the appropriate kind of reservation. 

2. The path these packets will follow, to RSVP on each node. 

The receiver will find out the sender's T-specs when it receives a particular message from the sender. This special message is called the PATH message. When this message traverses the network, all the nodes read it and from that they can figure out a reverse path for it and therefore, for the flow. This will help the receiver when making the reservations. If everything goes fine, RSVP is done in every node along the path. If the receiver wants to keep reservation of allocated resources, it must refresh this information before it times out. Refreshing is done with a message called RESV. 

In event of link failure, routing protocols will adapt by creating a new path from sender to receiver and the resources that are not longer in use will time out and be released. 

Once the reservation has been done and a path established, there are two more things to do: 

1. Classify Packets This is the association of a packet with the flow that it belongs to. 

2. Schedule Packets Network management that provides each packet with the service that was requested during reservation. 

3.4. Dynamic Routing 

For ATM and other connection-oriented technologies routing is considered part of Call Admission Control. CAC is considered as part of the ATM layer traffic control. When high speeds come into consideration dynamic routing algorithms may help implement faster and better routing.
 The three main components of a dynamic routing protocol are: 

-  Exchange of topology state information. This keeps nodes information about the network updated, therefore improving the chances of correct routing. 

-  Routing Algorithm. This is responsible for finding optimal paths for reaching hosts. 

-  Routing Decision. This is taken at each node. It is the path that a given call will follow. 

To optimize path selection, each node must maintain actual and accurate information about the network topology and the status of its links. Each node must report the status of its outgoing links to the rest of the nodes in the network. This helps all the nodes to update their data in case of any changes and it should be done either periodically, whenever something changes, or a combination of both. Studies showed that there is not significant time difference among these choices. 

The information exchange by the network nodes may be done by flooding which is very reliable but consumes lots of bandwidth. In order to save time and bandwidth the nodes are grouped into peer groups. The nodes must contain complete information of their peer group only and summary information about the rest of the groups in the network. These peer groups can be recursively partitioned into more peer groups appropriate for the network size. 

Another good choice for time overhead optimization will be to have pre-computed paths. This will work only if this path is accepted by the CAC mechanism. If this doesn't happen, the call must be rerouted causing more overhead. This is called the on-demand routing and it is done upon call arrival. On-demand routing can be implemented by itself, while the pre-commuted routing should always have the on-demand routing algorithm as a backup. 

The routing Algorithm proposed will use Dijkstra's algorithm, but varies the way in which the link's cost is computed. This computation may be based upon various metrics, such as delay, monetary cost, available bandwidth, etc. The choice of the link's cost will determine the performance of the routing algorithm. The cost of a path will be the sum of the cost of its links. The way to find the path will be a recursive search starting at the root and selecting the cheapest links that provide the desired performance. 

3.5. Congestion Control and Prevention 

Congestion as defined by Peterson and Davie  is "A state resulting from too many packets contending for limited resources, e.g., link bandwidth and buffer space on routers or switches, which may force the router (switch) to discard packets". 

When the subnet is unable to carry the traffic offered, Congestion Control must be implemented. This process involves all the individual components of the subnet. Flow control is about an individual sender and a receiver, a one-to-one relationship. 

Congestion may be product of events like: 

-  Packets arriving on different input lines need the same output port. 

-  Slow CPUs taking too long to queuing and buffer packets and update tables. 

Congestion Control in Gigabit Networks will probably be achieved by a mixture of: 

-  Use of setup protocols. Protocols that implement a mechanism to request guaranteed services from the network. The provider must decide if it accepts the call or not. 

-  Traffic shaping. The sender describes the nature of the traffic that it will send. After connection establishment the sender must limit its traffic to follow these specifications. 

-  Special queue schemes These schemes are part of the routers behavior and help them to guarantee or deny services to a costumer. 

3.5.1 The Leaky Bucket

The basic concept behind the Leaky Bucket algorithm is that of a finite queue that serves as a door for a host to communicate with the rest of the network. When this host wants to send a packet it must go through the door. This virtual door resembles a bucket with a whole in the bottom. This "bucket" will hold as much packets to be transmitted as it can until it overflows. It will be able to transmit packets from the leakage at a constant rate. The over flown packets will be discarded. 

3.5.2 The Token Bucket

This algorithm is similar the leaky bucket with the difference that transmission tokens are generated at a constant rate. These tokens are similar to tickets for a ride. This algorithm generates the virtual tickets and packets grab tickets to be able to "ride" the network. If there are no packets to be transmitted, the virtual tickets are still generated. If a given flow gets bursty it may grab several tokens and get its bursty transmission through. Hosts can save tokens to transmit, but never more tokens than the bucket's capacity. Once the bucket gets full it throws away the additional tokens. If there are no tokens available, the sender will have to wait until one is available. 
Chapter 4
Protocols for Gigabit Networks

There are three important requirements that will impose great demands in current architectures. These features must be properly addressed during the design of new protocols.

-  Networks will be capable of transmitting at very high speeds. 
This will make some of the actual network protocols obsolete and unable to cope with network demand. 

-  Networks need to be able to handle service integration.
A single end system must be able to handle a variety of services. 

-  Networks will be based on a wide selection of technologies. 
They should be able to cope with heterogeneous equipment and technologies. 

4.1. Protocol Functions 

The main function of a protocol is to transfer application information among machines. Data transfer can be separated into Data Manipulation and Transfer Control. 

Data Manipulation 

The part that reads and/or modifies the data. In data manipulation is possible to identify the following functions: 

-  Moving to-from the net 

-  Error Detection 

-  Buffering for retransmission 

-  Encryption 

-  Moving to-from application address space 

-  Presentation formatting 

-  Compression 
These functions are associated with different layers, but they still have the same characteristics such as reading and writing of the data and moving it from one place in memory to another. 

Transfer Control 

The part that regulates the data transfer. The following operations are directly related to this: 

-  Flow/Congestion Control. 

-  Detecting network transmission problems 

-  Acknowledgments 

-  Multiplexing 

-  Time stamping 

-  Framing 

With current RISC chips, reading or writing memory is very expensive. It is more efficient to read the data once and perform as many operations as possible on it before writing it. 

The performance of Transport Protocols shows two major problems with respect to throughput: 

1. The use of a window as a flow control mechanism (widely implemented, slows down the protocol and reduces throughput). 

2. The use of timers because it is difficult to set timers in a fashion that they won't time out either too soon or too late. 

4.2. Some Protocols for Gigabit Networks 

NETBLT

The following description of the NETBLT protocol is based on RFC969 and CLZ88. 

NETBLT stands for NETwork BLock Transfer. This protocol is intended to be used for fast transfer of large amounts of data. NETBLT transfer works as follows:

1. The connection is established by exchanging packets between active and passive NETBLT. The active one is the one initiating the connection. 

2. Sender and receiver agree on a buffer size 

3. The sender loads a buffer of data and calls the NETBLT layer to transfer it. 

4. The NETBLT layer makes packets out of these data and sends them. 

5. The receiver gets the packets and puts them in a buffer until it gets the last packet for this particular buffer. 

6. The receiver checks to see if it received all the packets. If it didn't it will transmit a request to the sender asking for the missing ones. This process repeats until all the packets in this particular buffer are received. 

7. The receiver disposes of the old buffer and allocates a new one in accordance to their previous agreement. 

8. The receiver sends a message to the sender saying that it is ready to receive the next buffer worth of packets. 

9. The sender proceeds to send the next buffer. 

    10. The cycle repeats until all the information of this session has been sent. 

11. The sender notifies the receiver once the transfer is complete. 

12. The connection closes. 

PROMPT

The following is a description of the PROMPT protocol. 

Data transfer protocols are typically designed as Source-Oriented Protocols (SOP). SOPs assume that the major source of errors resides in the network and congestion must be controlled by the protocol, propagation delays are negligible, and that feedback from the receiver can be used for congestion control. The source initiates the transfer, recovers in case of network failure and adjusts its data flow based on the congestion status of the network. The receiver is supposed to be faster than the network and able to process incoming packets at a rate of higher than the rate at which they are delivered. Relatively small latency helps the source to fix or adapt itself to possible problems at the destination. 

In Gigabit Networks, SOPs are not optimal. Source and Destination must be very well coordinated to provide real time services and make proper use of network resources. The Destination node becomes the bottleneck because it is unable to process data as fast as it is delivered by the network. In this case the network itself is not the main source of errors, but the lack of buffer space becomes the main cause of damaged or discarded packets and therefore of retransmissions. If using SOP the receiver must inform the sender that a frame must be retransmitted, by the time this message arrives to the sender, many packets will have already been dropped because of limited buffer space, therefore worsening the problem. 

PROMPT uses the Destination-Oriented Protocol Approach, by locating transfer control at the Receiver. This choice is primarily because it is in the receiver side where most of the errors occur. PROMPT gives the receiver the feeling of having the remote resources as an extension of the receiver's system itself. When the receiver wants to access data it just brings it over using the network port just as it would bring data from any other of its ports. 

XTP (Xpress Transport Protocol)

XTP represents a compromise between issues of bandwidth, latency, protocol complexity, VLSI constraints, transport services, system interfacing, and speculation about future network evolution. The general goals are to demonstrate feasibility to Gbit/sec operation, to fit in a VLSI environment, and to provide adequate functionality for distributed system applications. 
XTP performs its own kind of congestion control and avoidance by specifying a rate at which endpoints should transmit. This rate is adjusted by the network's interior gateways and switches, so that all the participants in the connection will perform as agreed. This rate specification is established at the same time that the path is set up. 

The primary goal of XTP is to do all protocol processing for incoming and outgoing packets in real-time. This requires careful planning on protocol design to increase performance up to gigabit speeds. A long term goal for XTP will be to be implemented as a VLSI chip. 

An important feature on XTP's design is that it can be decomposed into several parallel state machines. All network protocols make use of state machines, but XTP is the first one to use them in parallel. This technique will allow the implementation of gigabit speeds using relatively slow components working in parallel. XTP can also be implemented in software as a single thread process. 

XTP uses a 32-bit function (defined as the concatenation of a 16-bit rotating XOR function with a 16-bit XOR function) to perform error checking. The RXOR function provides diagonal parity check while the XOR performs a vertical check. This function locates all odd-bit errors missing only multiple even bit errors which lie in the same column and same spiral. This can easily be implemented in hardware with a 32-bit register with XOR and RXOR inputs. 

In summary XTP is designed to reduce protocol implementation overhead. XTP intends to use parallel processing as well as hardware implementations to improve performance. 

Chapter 5
Technologies Supporting Gigabit Networking
Some technologies and products have been introduced recently to support the development of gigabit networking. In this report, Routing Switch, IBM's HPR, Gigabit Routers, and Multigigabit Routers are presented. These technologies described here might become obsolete pretty soon in favor of new upcoming techniques and technologies. 


 

4.1. Switching Technology 
Switching has become the key element in most networks in segmenting traffic, reducing latency, and improving performance. It is simple, cost-effective to implement, and requires only a minimum amount of hardware implementation. Switching allows specific computers, workgroups, or servers to have their own dedicated access to the full bandwidth available on the network. As a result, switching provides more bandwidth for users than a shared network (Figure 4). 
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Figure 4: Shared vs. Switched on 10 Mbps Ethernet. 
One switching technology to produce quicker network throughput is crossbar switching. It uses a non-blocking switching matrix to allow multiple simultaneous connections with very low latency and fast throughput. This technology has been implemented today in the design of high-speed routers like the NetStar GigaRouter and Multigigabit Router. 




   

4.2. IBM's HPR (High Performance Routing) 

IBM's High Performance Routing (HPR) is the advanced System Network Architecture (SNA) technology, based on the latest standards from the ATM Forum and the APPN (Advanced Peer-to-Peer Network) Implementers' Workshop. The key features of HPR are high performance, dynamic rerouting, priority and class of service, congestion avoidance, scalability, and economy. 

4.3. Gigabit Routers 
Gigabit Routers, such as Multigigabit Router, are on their way to the market. Some companies have recently introduced their gigabit routers, such as Cisco (Cisco 12000 series), NetStar (GigaRouter), and FORE. Basically, all the designs of high-speed routing adopt the same functional component as shown in Figure 5. The functions of each component in a general high-speed router are shown in Table 2. 
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Figure 5: General structure of a high-speed router [Newman et al's Paper]. 
  

  

	Table 2: The functions of each component of a general high-speed router.   

	 Component 
	 Functions 

	Line Card
	Contains physical layer components to interface the external data link to the switch fabric

	Switch Fabric
	Interconnects the various components of the gigabit router; Offers higher aggregate capacity than that of the more conventional backplane bus

	Forwarding Engine 
	Inspects packet headers; Determines outgoing line card of a packet; Rewrites the header

	Network Processor 
	Runs the routing protocol; Computes the routing tables that are copied into each of the forwarding engines; Handles network management; Processes special handling for unusual packets


  

There are two types of approaches used in designing a fabric switch: crossbar switch and ATM switch. The NetStar GigaRouter uses a 16 port crossbar switch with each port operating at 1 Gbps. Cisco 12000 series use multigigabit crossbar switch fabric. Multigigabit Routers will use a crossbar switch with 15 ports each operating at 3.3 Gbps. On the other hand, IP/ATM, Cell Switch Router, and IP switching use ATM switch. 

The forwarding engine may be designed physically as a separate component or an integrated component with either the line card or the network processor. The packet-forwarding rate of a separate forwarding engine can be changed independently from the aggregate capacity based on the ratio of forwarding engines to line cards. However, this approach creates additional overhead across the switch fabric. Multigigabit Router implements separate forwarding engines in its architecture. The NetStar GigaRouter integrates its forwarding engine with each line card. The architecture of IP Switch allows integration of its forwarding engine with the network processor, although it is not prohibited to have combination with the line card or a separate implementation. 

Since the average packet size now is about 2000 bits, the packet-forwarding rate required is about 500 kilo packets per second (kpps) for each 1 Gbps traffic. To achieve this magnitude of rate, two approaches have been proposed: the silicon forwarding engine and a high-speed general-purpose processor with destination address on an internal (on-chip) cache. The features of both approaches are shown in Table 3. 
  

	Table 3: Silicon approach vs. General-purpose processor with caching approach 

	 
	Silicon Design 
	Processor with Caching Design 

	Design
	Silicon hardware
	A 415 MHz general purpose processor with internal cache

	Memory
	4 MB
	Additional 8 MB (for a complete routing table of several hundred thousand routes)

	Forwarding Capability
	5 Mpps on average 10 Gbps of traffic
	11 Mpps if all the requested destinations in the cache

	Advantage
	Maintains its maximum forwarding rate regardless past history of destination addresses
	Maintains its full forwarding rate if at least 60% chance the required destination address has been seen in the past and is still in the cache

	Disadvantage
	Fixed Solution
	Flexible to the traffic profile and traffic change


Further, there is an ongoing discussion about the best way to include additional functions, such as multicasting, Quality of Service, firewall filtering, and complex policy-based routing in Gigabit Routers. To offer such functionality, more fields in the packet header, besides the destination address, should be used. 




  

4.4. Routing Switch 
Routing Switch is designed to improve the performance of routers to achieve the identical performance of switching. The concept is to apply switching techniques to those protocols that require optimized routing performance and fully integrate high performance routing into switch fabric. 

4.4.1. Benefits of Routing Switch 
With routing switches, the performance penalty of layer 3 traffic are eliminated, thereby yields five benefits of designing a network. 

Simpler network design 
It is a common practice to avoid router hops in designing networks to reduce routing latency. One way to do this is to add local servers on the same subnet as primary clients to reduce router hops. However, this setup requires extra switch and links when the server is located in the data center, not in the workgroup. Avoiding router boundaries becomes unnecessary with routing switches. 

Supporting priorities and low latency for advanced applications 
Some applications require not only raw bandwidth but also consistent latencies (e.g. multimedia streams) and priorities. A well-designed routing switch provides priority queuing to offer consistency latency across entire intranets. It also provides software-type latencies. 

Ease of migration 
Because no new protocol is required, routing switches can integrate seamlessly with existing network infrastructures. Out of the box, routing switch is a high-performance layer-2 switch. Once it is configured as a router, it can increase IP performance and reduce the load of router on the existing network center. 

Flexibility 
The performance characteristics of most of current switches and routers vary widely depending on the 
turned-on
 features. For example, the performance of some switches operating on VLAN policy can drop by over 50%. The performance of routers also suffers huge performance drops when supporting priorities. This is because switches and routers depend on CPU, which is a shared resource for advanced features. The more processes put on a CPU, the slower it executes them. However, routing switching can run all features like VLANs and priorities at the same high-performance levels. 

Powerful Controls by Integrated Management 
Another benefit of routing switches is Integrated Management. Configuring VLANs, IP Multicast, routing between VLANs can be all done from one console. A MAC address for the router on the VLAN is completely configured within the switch. 
  

Chapter 6
Current Gigabit Technologies Available for High-speed LAN
There are four technologies competing each other in production or development today to provide gigabit networks. They are ATM, Fiber Channel, Gigabit Ethernet, and Serial HIPPI. 

  


  

6.1. Asynchronous Transfer Mode (ATM) 
Originally, the goal of ATM design was to simplify and standardize international telecommunications. Today, it has become standard for WANs. ATM provides a high-speed transmission for all types of communications, from voice to video to data, over one network with small, fixed-size cells. It also provides unparalleled scalability and Quality of Service. Currently, ATM technology is used in network backbones or specific workgroup applications with heavy traffic load with the mix traffics of voice, video, and data into a single network. To achieve gigabit speeds, ATM is being developed to operate on 622 Mbps (OC-12) and 1.244 Gbps (OC-24). 

The future of ATM is still unknown. It depends heavily on its ability to integrate with existing LAN and WAN network technologies. Most observers feel ATM technology will not become a major force in future networks since the other networking technologies can easily achieve the advantages of ATM. Other observers believe that ATM seems to meet the future needs of WAN and a few highly specialized LAN environments. 

6.2. Fiber Channel 
The standards and architectures of Fiber Channel are still under development although some vendors have settled on a standard known as Arbitrated Loop, which is basically a ring topology. It is very sensitive to adding new users, which can cause increased congestion and reduced bandwidth to each user. At present, Fiber Channel is used to attach storage devices to computers. 

Arbitrated Loop Fiber Channel runs at a gigabit per second and supports the SCSI protocol. This design seems to be a good choice for peripheral-attachment operations. However, many experts agree that Fiber Channel is not a good choice to replace IP technology and to provide future gigabit networks. 
  

  

6.3. Gigabit Ethernet 
Many network experts agree that Gigabit Ethernet will become the gigabit technology for the LAN environments. It is a good choice for providing a higher capacity enterprise backbone throughout an organization and high-performance workstations with a cost-effective gigabit networking connection. Nevertheless, Gigabit Ethernet is not a good solution for moving applications with huge data rapidly due to the issues of the Ethernet-based CSMA/CD support, host-bust connection issues, and relatively small packet size. 

  



  

6.4. Serial HIPPI (High Performance Parallel Interface) 
Serial HIPPI is the fiber-optic version of the HIPPI, which was originally developed in the late 1980s to serve the connectivity and high-bandwidth needs of super computers and high-end workstations. It provides a simple, fast point-to-point unidirectional connection. Recently, this technology shows its establishment as the gigabit technology for big data applications, clustering and a broad of server-connectivity environments, providing a speed of 1.2 Gbps over distances up to 10 kilometers. Serial HIPPI implements non-blocking switching technology and packet sizing up to 64 KB in size. It also provides reliable ANSI (ANSI X3T9.3) - and ISO-standardized Gbps connectivity with the packet loss rate approaching zero percent. 

Serial HIPPI operates within the physical- and data-link layers in the ISO seven-layer model. At higher layers, Serial HIPPI supports IPI-3 for storage connection and TCP/IP for networking which makes it compatible with Ethernet, Token Ring, FDDI, and the wide-area protocols used on the Internet. It also supports ARP (Address Resolution Protocol) to automatically specify how to find IP addresses on its network. At physical layer, Serial HIPPI provides flow control to eliminate errors and data loss due to congestion, guaranteed end-to-end, in-order packet delivery, and error reporting.  Other protocols have to rely on TCP/IP for data lost detection, which is not efficient. 

At present, Serial HIPPI seems to be the only available technology that offers gigabit performance with 100% reliability. However, this does not eliminate the possibility of other technologies, such as ATM and Gigabit Ethernet to be a significant factor in the implementation of gigabit networking. 




 

Chapter 7
Conclusion
Today's advanced technology in fiber optics, computing systems and networking has made the development of gigabit networks possible. With the bandwidth more than 1 Gbps, gigabit networks can support the demand of increasing network traffic, and many sophisticated computer applications. To achieve true gigabit networks, other aspects of networking, such as routing, switching, protocols should also be considered. 

Although routers are considered the major bottleneck and being replaced by cost-effective switches, they are still the key component in building future high-speed networks. With 80% of today's network traffic crossing subnet boundaries, routers are required more than ever because they can provide network security and firewalls. Thus, several approaches have been developed recently to improve the performance of routing and routers. Such approaches described in this report are Routing Switch, High Performance Routing, and Gigabit Routers. However, it is important to note that these technologies described here might become obsolete in favor of new upcoming techniques and technologies. 

Finally, there are at least four gigabit technologies available for high-speed LAN today. They are ATM, Fiber Channel, Gigabit Ethernet, and Serial HIPPI. This listing may soon be changing with new emerging technologies. At present, Serial HIPPI seems to be the only available technology that offers gigabit performance with 100% reliability. However, this does not eliminate the possibility of other technologies, such as ATM and Gigabit Ethernet to be a significant factor in the implementation of gigabit networking. 




  

List of Acronyms
ANR - Automatic Network Routing 
ANSI- American National Standards Institute 
APPN- Advanced Peer-to-Peer Network 
ARB - Adaptive Rate Based 
ARP- Address Resolution Protocol 
ATM- Asynchronous Transfer Mode 
bps- bit per second 
CAD/CAM - Computer Aided Design/ Computer Aided Manufacturing 
CPU - Central Processing Unit 
CSMA/CD- Carrier Sense Multiple Access/Collision Detection 
FDDI - Fiber Distributed Data Interface 
Gbps - Gigabits per second 
GIPS - Gillion Instruction Per Second 
HIPPI - High Performance Parallel Interface 
HPR- High Performance Routing 
I/O - Input/Output 
IP- Internet Protocol 
ISDN- Integrated Services Digital Network 
ISO- International Standards Organization 
kpps- kilo packet per second 
LAN - Local Area Network 
MAC- Medium Access Control 
MB - Mega Bytes 
Mbps- Megabits per second 
MBps - Mega Bytes per second 
MPOA - Multiprotocol over ATM 
Mpps- Million packets per second 
NIC - Network Interface Card 
OC- Optical Carrier 
PCI- Peripheral Component Interconnect 
RAID- Redundant Arrays of Inexpensive Disks 
RISC- Reduced Instruction Set Computer 
RTP - Rapid Transport Protocol 
SNA - System Network Architecture 
SCSI- Small Computer System Interface 
TCP/IP- Transmission Control Protocol/Internet Protocol 
VLAN- Virtual Local Area Network 
WAN- Wide-Area Network 
WWW- World Wide Web 
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