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ABSTRACT
Traditional single processor operating systems operated independently with no way to connect between them. However with the advent of powerful microprocessors and the invention of high speed networks, This barrier is broken with the use of multicomputers and distributed operating system software which are known as distributed systems. Distributed systems offer better price/performance ratio and has incorporated the concepts of failure tolerance, transparency, scalability and computational speed up inherently.

In this seminar, after a concise introduction of key concepts of distributed systems, the aspects of how they are constructed using the distributed operating system software and presents some of the hardware models with examples. It exploits the new strategies that are to be incorporated into already existing operating system in the areas of process management and communication. Brief introduction to failure tolerance is introduced. An overview of security is also explored. It concludes with an outlook on future research and potential applications. 
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 1.INTRODUCTION
OBJECTIVES
· To define and identify the characteristics inherent to distributed systems.

· To place distributed systems in a realistic context through examples.

· To gain a good understanding of the challenges related to heterogeneity, openness, security, scalability, failure handling, concurrency and transparency as they apply to distributed systems.

WHAT IS A DISTRIBUTED SYSTEM?
 A distributed system consists of a collection of autonomous computers, connected through a network and distributed operating system software, which enables computers to coordinate their activities and to share the resources of the system, so that users perceive the system as a single, integrated computing facility.
Excludes tightly coupled systems, i.e., systems with shared memory or a shared clock.
EXAMPLES
· Net of embedded systems in a car.
· Automatic teller machines (“ATM”).
· Collection of computers in a automatic assembly- line.
· Collection of web servers.
· Collection of computers on the internet, local area network (LAN).
· Database management system (DBMS).
ADVANTAGES OF DISTRIBUTED SYSTEMS OVER CENTRALIZED SYSTEMS
• Economics

        - multiple interconnected microprocessors offer  better price/performance than   
           mainframes.
• Speed

· using multiple interconnected CPUs may yield more total computing power than a  

      mainframe

• Communication between users is possible.
• Reliability/Failure tolerance
· if one machine crashes, the system as a whole can still  survive.
• Incremental growth
    – computing power can be added in small increments.
ADVANTAGES OF DISTRIBUTED SYSTEMS OVER INDEPENDENT PCS
1. Data sharing

         -Allow many users access to a common database.

2. Device sharing

         -Allow many users to share expensive peripherals like a color printer.

3. Communication

         -Make human-to-human communication easier, for example-electronic mail.
4. Flexibility

         -Spread the work load over the available machines in the most cost effective way.
REASONS FOR DISTRIBUTED SYSTEMS
· Inherent distribution stemming from the application domain, e.g.

· Cash register and inventory systems for supermarket chains

· Computer supported collaborative work

· Load distribution/balancing: assign tasks to processors such that the overall system performance is optimized.

· Replication of processing power: independent processors working on the same task.

· Distributed systems consisting of collections of microcomputers may have processing powers that no supercomputers will ever achieve 
· 10000 CPUs, each running at 50 MIPS, yields 500000 MIPS -> instruction to be executed in 0.002 nsec -> equivalent to light distance of 0.6 mm -> any processor chip of that size would melt immediately
· Physical separation: systems rely on the fact that computers are physically separated (e.g. to satisfy reliability requirements, disasters).

· Economics: collections of microprocessors offer a better price/performance ratio than large mainframes

· Mainframes if 10 times faster, they are 1000 times as expensive.
Sharing of Resources 

· Resource sharing is one of the main reasons for distributed design
· Reduced cost, e.g., file and print server
· Sharing of data between users, e.g., project files
Communication
COMMON CHARACTERISTICS & DESIGN ISSUES
Some of the characteristics inherent to distributed systems are
· Resource sharing

· Openness

· Concurrency

· Scalability

· Fault tolerance

· Transparency
· Communication
Resource sharing
· Ability to use any hardware, software or data  anywhere in the system (once authorized )

· Resource manager controls access, provides  naming scheme and controls   concurrency.
Openness
· Concerned with extensions and  improvements of distributed systems.
Concurrency
· Components in distributed systems are  executed in concurrent processes.
Scalability
· A distributed system is scalable if it remains effective as the number of users and/or resources increases.
· Adaptation of distributed systems to accommodate more users ,Usually done by adding more and/or faster  processors.
· Components should not need to be changed  when scale of a system increases.
· Challenges:

· Controlling resource costs

· Controlling performance loss

· Preventing resources from running out

· Avoiding performance bottlenecks

Fault tolerance
· Hardware, software and networks fail!

· Distributed systems must maintain    availability  even at low levels of      hardware/software/network reliability

· Fault tolerance is achieved by

· recovery

· redundancy.

Transparency

· Concealing the heterogeneous and distributed nature of the system so that it 
appears to the user like one system
· Eight types (ANSA/ISO)
-access, location, concurrency, replication, failure, mobility, performance and scaling transparencies.
Access transparency: enables local and remote resources to be accessed using identical operations. E.g., mapped network drives).
Concurrency transparency: enables several processes to operate concurrently using shared resources without interference between them.
 Replication transparency: enables multiple instances of resources to be used to increase reliability and performance without knowledge of the replicas by users or application programmers.
Failure transparency: enables the concealment of faults, allowing users and application programs to complete their tasks despite the failure of hardware or software components. E.g., retransmission of e-mail messages

Mobility transparency: allows the movement of resources and clients within a system without affecting the operation of users or programs.
Performance transparency: allows the system to be reconfigured to improve performance as loads vary.
Scaling transparency: allows the system and applications to expand in scale without change to the system structure or the application algorithms. 
CHALLENGES
1. Challenge: Heterogeneity
· Heterogeneity of many aspects are to be taken care,some of which are
· underlying network infrastructure.
· computer hardware and software (e.g., operating systems).
· programming languages (in particular, data representations).
             Solutions:
· 1. A masking/abstracting software layer called Middleware is employed which
· Allows heterogeneous nodes to communicate.
· Uniform computational model.
· Supports one or more programming languages.
· Provides support for distributed applications.
· Remote object invocation

· Remote SQL access

· Distributed transaction processing

· Examples: CORBA, Java RMI, Microsoft DCOM

· 2. Virtual machine:
· Compilers create byte code for a Virtual Machine, this Virtual Machine can be
      Implemented for every type of hardware.
· E.g., Java
2. Challenge: Security
· Security can comprise of these

· Three components:

· Confidentiality (protection against disclosure to unauthorized individuals).
· Integrity (protection against alteration or corruption).
· Availability (protection against interference with the means to access the resources).
· Solution: cryptography

3. CHALLENGE: FAILURE HANDLING
· Failures more common than in centralized systems and are usually partial.
· Solutions:

· Recovery

· Redundancy

· Goal of failure handling: high availability

· Availability  of a system is a measure of the proportion of time that the system is available for use.
HARDWARE ARCHITECTURE
                  • Computer Hardware Architectures (Flynn):Among the four types of architecture proposed by Flynn, the best one suited for distributed systems is  MIMD.
         – MIMD (Multiple Instruction stream and Multiple Data stream)
               Multiple instruction streams, multiple data streams.
                » in essence a group of independent computers.
                » all distributed systems fall into this category.
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SOFTWARE ARCHITECTURE

        Hardware for distributed systems is important, but it is software that largely  determines what a distributed system actually looks like. Distributed systems are very much like traditional operating systems. 

       To understand the nature of distributed systems, we will therefore first take a look at operating systems in relation to distributed computers. 

       Operating systems for distributed computers can be roughly divided into two categories:     

· Tightlycoupled systems 

· loosely-coupled systems. 
        In tightly-coupled systems, the operating system essentially tries to maintain a single, global view of the resources it manages. . A tightlycoupled operating system is generally referred to as a distributed operating system (DOS), and is used for managing multiprocessors and homogeneous multicomputers. Like traditional uniprocessor operating systems, the main goal of a distributed operating system is to hide the intricacies of managing the underlying hardware such that it can be shared by multiple processes.
         Loosely-coupled systems can be thought of as a collection of computers each running their own operating system. However, these operating systems work together to make their own services and resources available to the others. The loosely-coupled network operating system (NOS) is used for heterogeneous multicomputer systems. Although managing the underlying hardware is an important issue for a NOS, the distinction from traditional operating systems comes from the fact local services are made available to remote clients.
       This distinction between tightly-coupled and loosely-coupled systems is related to the hardware classification .
       To actually come to a distributed system, enhancements to the services of network operating systems are needed such that a better support for distribution transparency is provided. These enhancements lead to what is known as middleware, and lie at the heart of modern distributed systems.

DISTRIBUTED OPERATING SYSTEMS
There are two types of distributed operating systems.

· multiprocessor operating system manages the resources of a multiprocessor.   

· multicomputer operating system is an operating system that is developed for 

      homogeneous multicomputers. 
· The functionality of distributed operating systems is essentially the same as that of traditional operating systems for uniprocessor systems, except that they handle multiple CPUs
 An important, but often not entirely obvious extension to uniprocessor operating systems, is support for multiple processors having access to a shared memory. Conceptually, the extension is simple in that all data structures needed by the operating system to manage the hardware, including the multiple CPUs, are placed into shared memory. The main difference is that these data are now accessible by multiple processors, so that they have to be protected against concurrent access to guarantee consistency.
              Multiprocessor operating systems aim to support high performance through multiple CPUs. An important goal is to make the number of CPUs transparent to the application.. The idea is that all communication is done by manipulating data at shared memory locations, and that we only have to protect that data against simultaneous access. Protection is done through synchronization primitives. Two important (and equivalent) primitives are semaphores and monitors.
A semaphore can be thought of as an integer with two operations, down and up. The down operation checks to see if the value of the semaphore is greater than 0. If so, it decrements its value and continues. If the value is 0, the calling process is blocked. The up operation does the opposite. It first checks whether 
MULTICOMPUTER OPERATING SYSTEMS
         Operating systems for multicomputers are of a totally different structure and complexity than multiprocessor operating systems. This difference is caused by the fact that data structures for systemwide resource management can no longer be easily shared by merely placing them in physically shared memory. Instead, the only means of communication is through message passing. Multicomputer operating systems are therefore generally organized as shown in Fig
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                                            fig: Multicomputer Operating system

  Each node has its own kernel containing modules for managing local resources such as memory, the local CPU, a local disk, and so on. Also, each node has a separate module for handling interprocessor communication, that is, sending and receiving messages to and from other nodes.

  Above each local kernel is a common layer of software that implements the operating system as a virtual machine supporting parallel and concurrent execution of various tasks. In fact, as we shall discuss shortly, this layer may even provide an abstraction of a multiprocessor machine. In other words, it provides a complete software implementation of shared memory. Additional facilities commonly implemented in this layer are, for example, those for assigning a task to a processor, masking hardware failures, providing transparent storage, and general.
 Multicomputer operating systems that do not provide a notion of shared memory can offer only message-passing facilities to applications. Unfortunately, the semantics of message-passing primitives may vary widely between different systems. It is easiest to explain their differences by considering whether or not messages are buffered. In addition, we need to take into account when, if ever, a sending or receiving process is blocked. Fig. 1-15 shows where buffering and blocking can take place.

Network Operating Systems

 In contrast to distributed operating systems, network operating systems do not assume that the underlying hardware is homogeneous and that it should be managed as if it were a single system. Instead, they are generally constructed from a collection of uniprocessor systems, each with its own operating system, as shown in Fig. 
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                                                Fig: Network Operating System
        The machines and their operating systems may be different,  but they are all connected to each other in a computer network. Also, network operating systems provide facilities to allow users to make use of the services available on a specific machine. It is perhaps easiest to describe  network operating systems by taking a closer look at some services they typically offer. A service that is commonly provided by network operating systems is to allow a user to log into another machine remotely by using a command such as
               rlogin machine

The effect of this command is to turn the user’s own workstation into a remote terminal logged into the remote machine. Assuming the user is sitting behind a graphical workstation, commands typed on the keyboard are sent to the remote machine, and output from the remote machine is displayed in a window on the user’s screen. To switch to a different remote machine, it is necessary to first open a new window, and then to use the rlogin command to connect to another machine. The selection of the machine is thus entirely manual.  Network operating systems often also have a remote copy command to copy files from one machine to another. For example, a command such as

rcp machine1:file1 machine2:file2

might copy the file file1 from machine1 to machine2 and give it the name file2 there. Again here, the movement of files is explicit and requires the user to be completely aware of where all files are located and where all commands are being executed.

 While better than nothing, this form of communication is extremely primitive and has led system designers to search for more convenient forms of communication and information sharing. One approach is to provide a shared, global file system accessible from all the workstations. The file system is supported by one or more machines called file servers. The file servers accept requests from user programs running on the other (nonserver) machines, called clients, to read and write files. Each incoming request is examined and executed, and the reply is sent back, as illustrated in Fig.
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1.4.3 Middleware

Neither a distributed operating system or a network operating system really qualifies as a distributed system according to our definition given in Sec. 1.1. A distributed operating system is not intended to handle a collection of independent computers, while a network operating system does not provide a view of a single coherent system. The question comes to mind whether it is possible to develop a  distributed system that has the best of both worlds: the scalability and openness of network operating systems and the transparency and related ease of use of distributed operating systems. The solution is to be found in an additional layer of software that is used in network operating systems to more or less hide the heterogeneity of the collection of underlying platforms but also to improve distribution transparency. Many modern distributed systems are constructed by means of such an additional layer of what is called middleware. In this section we take a closer look at what middleware actually constitutes by explaining some of its features.                                 
                                        [image: image5.png]Machine A Machine B Machine C

Distributed applications

Middleware services

Network OS Network OS Network OS
services services services
Kernel Kernel Kernel

1 7T T

Network





A COMPARISION BETWEEN THE OPERATING SYSTEMS
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                                                          2. COMMUNICATION
 THE CLIENT/SERVER MODEL
At first glance, layered protocols along the OSI lines look like a fine way to organize a distributed system. But this fails as the existence of all the headers generates a considerable overhead. Every time a message is sent it must be processed by about half a dozen layers. This is feasible in Wide-area networks where the speed is fairly low, thus a wide-area distributed system can probably use the OSI or TCP/IP protocols with out any loss in performance .
            However , for a LAN based distributed system ,the protocol overhead is often substantial.

So much time is wasted running protocols that the effective throughput over the LAN is often only a fraction of what the LAN can do.
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                                                      client server model
CLIENTS AND SERVERS
The idea behind the model is to structure the operating system as a group of cooperating processes, called servers , that offer services to the users ,called clients. The client and server machines normally all run the same microkernel.
            To avoid the overhead of the connection-oriented protocols such as OSI or TCP/IP ,the client server model is usually based on a simple connectionless request/reply protocol. The client sends  a request message to the server  asking for some service(e.g read a block of a file)  .The server does the work and returns the data  requested or an error code indicating why the work could not be performed.
ADVANTAGE:                                     
.             The protocol stack is shorter and thus more efficient.
REMOTE PROCEDURE CALL

        Many distributed systems have been based on explicit message exchange between processes. However, the procedures send and receive do not conceal communication, which is important to achieve access transparency in distributed systems. This problem has long been known, but little was done about it until a paper by Birrell and Nelson (1984) introduced a completely different way of handling communication .In this section we will examine the concept, its implementation, its strengths, and its weaknesses.

         In a nutshell, what Birrell and Nelson suggested was allowing programs to call procedures located on other machines. When a process on machine A calls a procedure on machine B, the calling process on A is suspended, and execution of the called procedure takes place on B. Information can be transported from the caller to the callee in the parameters and can come back in the procedure result.No message passing at all is visible to the programmer. This method is known as Remote Procedure Call, or often just RPC.
Basic RPC Operation

 We first start with discussing conventional procedure calls, and then explain how the call itself can be split into a client and server part that are each executed on different machines.

Conventional Procedure Call

  To understand how RPC works, it is important first to fully understand how a conventional (i.e., single machine) procedure call works. Consider a call in C like 

        count = read(fd, buf, nbytes);

where  fd is an integer indicating a file, buf is an array of characters into which data are read, and nbytes is another integer telling how many bytes to read. If the call is made from the main program, the stack will be as shown in Fig. 2-1(a) before the call. To make the call, the caller pushes the parameters onto the stack in order, last one first, as shown in Fig. 2-1(b). (The reason that C compilers push the parameters in reverse order has to do with printf—by doing so, printf can always locate its first parameter, the format string.) After read has finished running, it puts the return value in a register, removes the return address, and transfers control back to the caller. The caller then removes the parameters from the stack, returning it to the original state.
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                                     Fig : 2 .1

Several things are worth noting. For one, in C, parameters can be call-by-value or call-by-reference. A value parameter, such as fd or nbytes, is simplycopied to the stack as shown in Fig. 2-1(b). To the called procedure, a value parameteris just an initialized local variable. The called procedure may modify it,but such changes do not affect the original value at the calling side.

A reference parameter in C is a pointer to a variable (i.e., the address of the variable), rather than the value of the variable. In the call to read, the second parameter is a reference parameter because arrays are always passed by reference in C. What is actually pushed onto the stack is the address of the character array. If the called procedure uses this parameter to store something into the character array, it does modify the array in the calling procedure. The difference between call-by-value and call-by-reference is quite important for RPC, as we shall see.One other parameter passing mechanism also exists, although it is not used in C. It is called call-by-copy/restore . It consists of having the variable copied to the stack by the caller, as in call-by-value, and then copied back after the call, overwriting the caller’s original value. Under most conditions, this achieves. exactly the same effect as call-by-reference, but in some situations, such as the same parameter being present multiple times in the parameter list, the semantics are different. The call-by-copy/restore mechanism is not used in many languages. The decision of which parameter passing mechanism to use is normally made by the language designers and is a fixed property of the language. Sometimes it depends on the data type being passed. In C, for example, integers and other scalar types are always passed by value, whereas arrays are always passed by reference, as we have seen. Some Ada compilers use copy/restore for in out parameters, but others use call-by-reference. The language definition permits either choice, which makes the semantics a bit fuzzy.

CLIENT AND SERVER STUBS
          The idea behind RPC is to make a remote procedure call look as much as possible like a local one. In other words, we want RPC to be transparent—the calling procedure should not be aware that the called procedure is executing on a different machine or vice versa. Suppose that a program needs to read some data from a file. The programmer puts a call to read in the code to get the data. In a traditional (single-processor) system, the read routine is extracted from the library by the linker and inserted into the object program. It is a short procedure, which is generally implemented by calling an equivalent read system call. In other words, the read procedure is a kind of interface between the user code and the local operating system.

 Even though read does a system call, it is called in the usual way, by pushing the parameters onto the stack, as shown in Fig. 2-1(b). Thus the programmer does not know that read is actually doing something fishy. RPC achieves its transparency in an analogous way. When read is actually a remote procedure (e.g., one that will run on the file server’s machine), a different version of read, called a client stub, is put into the library. Like the original one,

it, too, is called using the calling sequence of Fig. 2-1(b). Also like the original one, it too, does a call to the local operating system. Only unlike the original one,  it does not ask the operating system to give it data. Instead, it packs the parameters into a message and requests that message to be sent to the server as illustrated in Fig. . Following the call to send, the client stub calls receive, blocking itself until the reply comes back.
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                                                     Fig : 2.2

  When the message arrives at the server, the server’s operating system passes  it up to a server stub. A server stub is the server-side equivalent of a client stub: it is a piece of code that transforms requests coming in over the network into local procedure calls. Typically the server stub will have called receive and be blocked waiting for incoming messages. The server stub unpacks the parameters from the  message and then calls the server procedure in the usual way 

( Fig. 2-1).

  From the server’s point of view, it is as though it is being called directly by the client—the parameters and return address are all on the stack where they belong and nothing seems unusual. The server performs its work and then returns the result to the caller in the usual way. For example, in the case of read, the server will fill the buffer, pointed to by the second parameter, with the data. This buffer will be internal to the server stub.

 When the server stub gets control back after the call has completed, it packs the result (the buffer) in a message and calls send to return it to the client. After that, the server stub usually does a call to receive again, to wait for the next incoming request.
            When the message gets back to the client machine, the client’s operating system sees that it is addressed to the client process (or actually the client stub, but the operating system cannot see the difference). The message is copied to the waiting buffer and the client process unblocked. The client stub inspects the message, unpacks the result, copies it to its caller, and returns in the usual way. When the caller gets control following the call to read, all it knows is that its data are

available. It has no idea that the work was done remotely instead of by the local operating system.

           This blissful ignorance on the part of the client is the beauty of the whole scheme. As far as it is concerned, remote services are accessed by making ordinary (i.e., local) procedure calls, not by calling send and receive. All the details of the message passing are hidden away in the two library procedures, just as the details of actually making system calls are hidden away in traditional libraries. 
To summarize, a remote procedure call occurs in the following steps:

1. The client procedure calls the client stub in the normal way.

2. The client stub builds a message and calls the local operating system.

3. The client’s OS sends the message to the remote OS.

4. The remote OS gives the message to the server stub.

5. The server stub unpacks the parameters and calls the server.

6. The server does the work and returns the result to the stub.

7. The server stub packs it in a message and calls its local OS.

8. The server’s OS sends the message to the client’s OS.

9. The client’s OS gives the message to the client stub.

10. The stub unpacks the result and returns to the client.

The net effect of all these steps is to convert the local call by the client procedure to the client stub, to a local call to the server procedure without either client 

 Parameter Passing

       The function of the client stub is to take its parameters, pack them into a message,and send them to the server stub. While this sounds straightforward, it is not quite as simple as it at first appears. In this section we will look at some of the issues concerned with parameter passing in RPC systems.
Passing Value Parameters

 Packing parameters into a message is called parameter marshaling. As a very simple example, consider a remote procedure, add(i, j), that takes two integer parameters i and j and returns their arithmetic sum as a result. (As a practical matter, one would not normally make such a simple procedure remote due to the overhead, but as an example it will do.) The call to add, is shown in the left-hand portion (in the client process) in Fig. 2-3. The client stub takes its two parameters and puts them in a message as indicated. It also puts the name or number of the procedure to be called in the message because the server might support several different calls, and it has to be told which one is required.                       [image: image10.png]Client machine Server machine
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        When the message arrives at the server, the stub examines the message to see which procedure is needed and then makes the appropriate call. If the server also supports other remote procedures, the server stub might have a switch statement in it to select the procedure to be called, depending on the first field of the message. The actual call from the stub to the server looks much like the original client call, except that the parameters are variables initialized from the incoming.
Passing Reference Parameters

       We now come to a difficult problem: How are pointers, or in general, references passed? The answer is: only with the greatest of difficulty, if at all. Remember that a pointer is meaningful only within the address space of the process in which it is being used. Getting back to our read example discussed earlier, if the second parameter (the address of the buffer) happens to be 1000 on the client, one cannot just pass the number 1000 to the server and expect it to work. Address 1000 on the server might be in the middle of the program text. One solution is just to forbid pointers and reference parameters in general. However, these are so important that this solution is highly undesirable. In fact, it is not necessary either. In the read example, the client stub knows that the second parameter points to an array of characters. Suppose, for the moment, that it also knows how big the array is. One strategy then becomes apparent: copy the array into the message and send it to the server. The server stub can then call the server with a pointer to this array, even though this pointer has a different numerical value than the second parameter of read has. Changes the server makes using the pointer (e.g., storing data into it) directly affect the message buffer inside the server stub. When the server finishes, the original message can be sent back to the client stub, which then copies it back to the client. In effect, call-by-reference has been replaced by copy/restore. Although this is not always identical, it frequently is good enough.

  One optimization makes this mechanism twice as efficient. If the stubs know whether the buffer is an input parameter or an output parameter to the server, one of the copies can be eliminated. If the array is input to the server (e.g., in a call to write) it need not be copied back. If it is output, it need not be sent over in the first place.
        As a final comment, it is worth noting that although we can now handle pointers to simple arrays and structures, we still cannot handle the most general case of a pointer to an arbitrary data structure such as a complex graph. Some systems attempt to deal with this case by actually passing the pointer to the server stub and generating special code in the server procedure for using pointers. For example, a request may be sent back to the client to provide the referenced data. 

Parameter Specification and Stub Generation

         From what we have explained so far, it is clear that hiding a remote procedurecall requires that the caller and the callee agree on the format of the messages they exchange, and that they follow the same steps when it comes to, for example, passing complex data structures. In other words, both sides in an RPC should follow the same protocol.
         As a simple example, consider the procedure of Fig. 2-5(a). It has three parameters, a character, a floating-point number, and an array of five integers. Assuming a word is four bytes, the RPC protocol might prescribe that we should transmit a character in the rightmost byte of a word (leaving the next 3 bytes empty), a float as a whole word, and an array as a group of words equal to the array length, preceded by a word giving the length, as shown in Fig. 2-5(b). Thus

given these  rules, the client stub for foobar knows that it must use the format of Fig. 2-5(b), and the server stub knows that incoming messages for foobar will

have the format of Fig. 2-5(b).
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        Defining the message format is one aspect of an RPC protocol, but it is not sufficient. What we also need is the client and the server to agree on the representation of simple data structures, such as integers, characters, Booleans, etc. For  example, the protocol could prescribe that integers are represented in two’s complement, characters in 16-bit Unicode, and floats in the IEEE standard #754 format, with everything stored in little endian. With this additional information, messages can be unambiguously interpreted.

  With the encoding rules now pinned down to the last bit, the only thing that remains to be done is that the caller and callee agree on the actual exchange of messages. For example, it may be decided to use a connection-oriented transport service such as TCP/IP. An alternative is to use an unreliable datagram service and let the client and server implement an error control scheme as part of the RPC  protocol. In practice, several variants exist. Once the RPC protocol has been completely defined, the client and server stubs need to be implemented. Fortunately, stubs for the same protocol but different procedures generally differ only in their interface to the applications. An interface consists of a collection of procedures that can be called by a client, and which are implemented by a server. An interface is generally available in the same programming language as the one in which the client or server is written (although this is strictly speaking, not necessary). To simplify matters, interfaces are often specified by means of an Interface Definition Language (IDL). An interface specified in such an IDL, is then subsequently compiled into a client stub and a server stub, along with the appropriate compile-time or run-time interfaces.
        Practice shows that using an interface definition language considerably simplifies client-server applications based on RPCs. Because it is easy to fully generate client and server stubs, all RPC-based middleware systems offer an IDL to support application development. In some cases, using the IDL is even mandatory, as we shall see in later chapters.

3. PROCESSOR AND PROCESS MANAGEMENT

THREADS
 
 In traditional operating systems, each process has an address space and a single thread of control. But there are many situations in which it is desirable to have multiple threads of control sharing one address space but running in quasi-parallel state, as though they are separate processes. Threads can be considered as light weight process. Each thread runs strictly sequentially and has its own program counter and stack to keep track of where it is. Only on a multiprocessor do they run in parallel. Like traditional processes, threads can be in any one of  several states :running, blocked, ready, or terminated.
• Threads of the same process share the same set of open files, child processes, timers,   and signals.

• Items maintained per thread:

            – program counter

            – stack

            – register set

            – child threads

            – state (active, blocked, ready, or terminated).

• Thread switching is much faster than process switching.

• In a multiprocessor system, more than  one thread may be in execution at the same time.

• In a single processor system, multiple threads of the same process exhibit logical    

  parallelism.

SYSTEM MODELS
     • Workstation Model

     • Processor Pool Model

     • Hybrid Model

WORKSTATION MODEL
•  Local computation done at the workstations.

• User files and binaries  are stored in the file server.

• Local disks are used for paging, swapping, temporary files, and file caches.
USING IDLE WORKSTATIONS
• Goal: run processes in remote machines which are “idle” in a transparent way. Owners of the idle workstation should not experience performance degradation due to remote processes.
• What is an idle workstation?

       – one in which the owner has not touched the keyboard or mouse for several minutes and

           there is no user-initiated process running.
• Locating idle workstations:

       – Server driven: a potential compute server announces its availability when it  becomes  idle.

       – Client driven: client broadcasts requests to find a suitable compute server.

What Happens if the Owner Returns?

• Do nothing:

               – Owner will get degraded performance. Not a good idea.

• Migrate  process to another WS:

              – Process state transfer overhead is not negligible.

• Continue running remote process with lower priority.

PROCESSOR POOL MODEL

In this users are given high performance graphics terminals, such as X-terminals
processors are allocated to computations dynamically as needed. In effect we are converting
all the computer power into “idle workstations” that can be accessed dynamically. Users can be assigned as many CPUs as they need for short periods , after which they are returned to the pool so that other users can have them. There is no concept of ownership here: all the processors belong equally to everyone.
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                                                       Fig: Processor Pool Model    
Processor allocation

• Goal: decide in which processor a process should run to achieve load balance and optimize performance.

• Assumptions:

        – all processors are binary compatible (speeds may be different).

        – full connectivity: every processor can communicate with every other processor).

Processor Allocation Issues
• Strategies:
            – Nonmigratory:  A process is not allowed to move once it is started at a given processor.

            – Migratory:  processes may be allowed to move to other processors during execution to
             achieve load balancing.

• Optimization Goals:

            – maximize overall CPU utilization.

– minimize average response time.

– minimize response time ratio (normalized resp. time).

                   4. SYNCHRONIZATION
4.1   INTRODUCTION      
 This section deals with how processes cooperate and synchronize with each other .For example ,how are critical regions implemented in a distributed system. In a single CPU systems , synchronization problems are solved using methods such as semaphores and monitors .These methods fail with distributed systems as they rely on the concept of shared memory.       
4.2   MUTUAL EXCLUSION

 Systems involving multiple processes are often most easily programmed using critical regions. When a process has to read or update certain shared data structures, it first enters a  critical region to achieve mutual exclusion and ensure that no other process will use the shared data structures at the same time. In singleprocessor systems, critical regions are protected using semaphores, monitors, and similar constructs. We will now look at a few examples of how critical regions and mutual exclusion can be implemented in distributed systems. 
4.2.1 A Centralized Algorithm

 The most straightforward way to achieve mutual exclusion in a distributed system is to simulate how it is done in a one-processor system. One process is elected as the coordinator (e.g., the one running on the machine with the highest network address). Whenever a process wants to enter a critical region, it sends a request message to the coordinator stating which critical region it wants to enter and asking for permission. If no other process is currently in that critical region,

the coordinator sends back a reply granting permission, as shown in Fig. 4.1(a).

When the reply arrives, the requesting process enters the critical region.
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Now suppose that another process, 2 in Fig.4.1(b), asks for permission to enter the same critical region. The coordinator knows that a different process is already in the critical region, so it cannot grant permission. The exact method used to deny permission is system dependent. In Fig. 4.1(b), the coordinator just refrains from replying, thus blocking process 2, which is waiting for a reply. Alternatively, it could send a reply saying ‘‘permission denied.’’ Either way, it queues the request from 2 for the time being and waits for more messages. When process 1 exits the critical region, it sends a message to the coordinator releasing its exclusive access, as shown in Fig. 4.1(c). The coordinator takes the first item off the queue of deferred requests and sends that process a grant message. If the process was still blocked (i.e., this is the first message to it), it

unblocks and enters the c itical region. If an explicit message has already been sent denying permission, the process will have to poll for incoming traffic or block later. Either way, when it sees the grant, it can enter the critical region. It is easy to see that the algorithm guarantees mutual exclusion: the coordinator only lets one process at a time into each critical region. It is  also fair, since requests are granted in the order in which they are received. No process ever  aits forever (no starvation). The scheme is easy to implement, too, and requires only three  essages per use of a critical region (request, grant, release). It can also be used for more general resource allocation rather than just managing critical regions.

The centralized approach also has shortcomings. The coordinator is a single point of failure, so if it crashes, the entire system may go down. If processes normally block after making a request, they cannot distinguish a dead coordinator from ‘‘permission denied’’ since in both cases no message comes back. In addition, in a large system, a single coordinator can become a performance bottleneck. 
4.2.2   A Distributed Algorithm
Having a single point of failure is frequently unacceptable, so researchers have looked for distributed mutual exclusion algorithms.
 The algorithm works as follows. When a process wants to enter a critical region, it builds a message containing the name of the critical region it wants to enter, its process number, and the current time. It then sends the message to all other processes, conceptually including itself. The sending of messages is assumed to be reliable; that is, every message is acknowledged. Reliable group communication if available, can be used instead of individual messages. When a process receives a request message from another process, the action it takes depends on its state with respect to the critical region named in the message. 

Three cases have to be distinguished:

1. If the receiver is not in the critical region and does not want to enter

    it, it sends back an OK message to the sender.

2. If the receiver is already in the critical region, it does not reply.     Instead, it queues the request.

3. If the receiver wants to enter the critical region but has not yet done  so, it compares the timestamp in the incoming message with the one      contained in the message that it has sent everyone. The lowest one wins. If the incoming message is lower, the receiver sends back an

OK message. If its own message has a lower timestamp, the receiver queues the incoming request and sends nothing. After sending out requests asking permission to enter a critical region, a process sits back and waits until everyone else has given permission. As soon as all the permissions are in, it may enter the critical region. When it exits the critical region, it sends OK messages to all processes on its queue and deletes them all from the queue. Let us try to understand why the algorithm works. If there is no conflict, it clearly works. However, suppose that two processes try to enter the same critical region simultaneously, as shown in Fig. 4.2(a).
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Process 0 sends everyone a request with timestamp 8, while at the same time, process 2 sends everyone a request with timestamp 12. Process 1 is not interested in entering the critical region, so it sends OK to both senders. Processes 0 and 2 both see the conflict and compare timestamps. Process 2 sees that it has lost, so it grants permission to 0 by sending OK. Process 0 now queues the request from 2 for later processing and enters the critical region, as shown in Fig. 4.2(b). When it is finished, it removes the request from 2 from its queue and sends an OK message

to process 2, allowing the latter to enter its critical region, as shown in Fig. 4.2(c).
 The algorithm works because in the case of a conflict, the lowest timestamp wins and everyone agrees on the ordering of the timestamps. Note that the situation in Fig. 4.2 would have been essentially different if process 2 had sent its message earlier in time so that process 0 had gotten it and granted permission before making its own request. In this case, 2 would have noticed that it itself was in a critical region at the time of the request, and queued  it instead of sending a reply. As with the centralized algorithm discussed above, mutual exclusion is guaranteed without deadlock or starvation. The number of messages required per  entry is now 2(n 1), where the total number of processes in the system is n.

Best of all, no single point of failure exists. Unfortunately, the single point of failure has been replaced by n points of failure. If any process crashes, it will fail to respond to requests. This silence will be interpreted (incorrectly) as denial of permission, thus blocking all subsequent attempts by all processes to enter all critical regions. Since the probability of one of the n processes failing is at least n times as large as a single coordinator failing, we have managed to replace a poor algorithm with one that is more than n times worse and requires much more network traffic to boot.

          The algorithm can be patched up by the same trick that we proposed earlier. When a request comes in, the receiver always sends a reply, either granting or denying permission. Whenever either a request or a reply is lost, the sender times out and keeps trying until either a reply comes back or the sender concludes that the destination is dead. After a request is denied, the sender should block waiting  for a subsequent OK message.

 Another problem with this algorithm is that either a group communication primitive must be used, or each process must maintain the group membership list itself, including processes entering the group, leaving the group, and crashing. The method works best with small groups of processes that never change their group memberships.

4.2.3     A Token Ring Algorithm

A completely different approach to achieving mutual exclusion in a distributed system is illustrated in Fig. 4.3. Here we have a bus network, as shown in Fig. 4.3(a), (e.g., Ethernet), with no inherent ordering of the processes. In software, a logical ring is constructed in which each process is assigned a position in the ring, as shown in Fig. 4.3(b). The ring positions may be allocated in numerical order of network addresses or some other means. It does not matter

what the ordering is. All that matters is that each process knows who is next in line after itself.
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When the ring is initialized, process 0 is given a token. The token circulates around the ring. It is passed from process k to process k 1 (modulo the ring size) in point-to-point messages. When a process acquires the token from its neighbor, it checks to see if it is attempting to enter a critical region. If so, the process enters the region, does all the work it needs to, and leaves the region. After it has exited, it passes the token along the ring. It is not permitted to enter a second critical

region using the same token.

           If a process is handed the token by its neighbor and is not interested in entering a critical region, it just passes it along. As a consequence, when no processes want to enter any critical regions, the token just circulates at high speed around  the ring.

         The correctness of this algorithm is easy to see. Only one process has the token at any instant, so only one process can actually be in a critical region. Since the token circulates among the processes in a well-defined order, starvation cannot occur. Once a process decides it wants to enter a critical region, at worst it will have to wait for every other process to enter and leave one critical region. As usual, this algorithm has problems too. If the token is ever lost, it must be

regenerated. In fact, detecting that it is lost is difficult, since the amount of time between successive appearances of the token on the network is unbounded. The fact that the token has not been spotted for an hour does not mean that it has been lost; somebody may still be using it.

The algorithm also runs into trouble if a process crashes, but recovery is easier than in the other cases. If we require a process receiving the token to acknowledge receipt, a dead process will be detected when its neighbor tries to give it the token and fails. At that point the dead process can be removed from the group, and the token holder can throw the token over the head of the dead process to the next member down the line, or the one after that, if necessary. Of course, doing so  requires that everyone maintains the current ring configuration.

A Comparison of the Three Algorithms

A brief comparison of the three mutual exclusion algorithms we have looked at is instructive. In Fig. 5-8 we have listed the algorithms and three key properties: the number of messages required for a process to enter and exit a critical region, the delay before entry can occur (assuming messages are passed sequentially over a network), and some problems associated with each algorithm.
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              The centralized algorithm is simplest and also most efficient. It requires only three messages to enter and leave a critical region: a request, a grant to enter, and a release to exit. The distributed algorithm requires n 1 request messages, one to each of the other processes, and an additional n 1 grant messages, for a total of  2(n 1). (We assume that only point-to-point communication channels are used.) With the token ring algorithm, the number is variable. If every process constantly wants to enter a critical region, then each token pass will result in one entry and exit, for an average of one message per critical region entered. At the other extreme, the token may sometimes circulate for hours without anyone being interested in it. In this case, the number of messages per entry into a critical region is unbounded. The delay from the moment a proce ss needs to enter a critical region until its  actual entry also varies for the three algorithms. When critical regions are short and rarely used, the dominant factor in the delay is the actual mechanism for entering a critical region. When they are long and frequently used, the dominant factor is waitin g for everyone else to take their turn. In Fig. 5-8 we show the former case. It takes only two message times to enter a critical region in the centralized case, but 2(n 1) message times in the distributed case, assuming that messages are sent one after the other. For the token ring, the time varies from 0 (token just arrived) to n 1 (token just departed).

Finally, all three algorithms suffer badly in the event of crashes. Special measures and additional complexity must be introduced to avoid having a crash bring down the entire system. It is ironic that the distributed algorithms are even more sensitive to crashes than the centralized one. In a fault-tolerant system, none of these would be suitable, but if crashes are very infrequent, they might do. 
5.  FAULT TOLERANCE

 INTRODUCTION TO FAULT TOLERANCE

Fault tolerance is subject to much research in computer science. In this section, we start with presenting the basic concepts related to processing failures, followed by a discussion of failure models. The key technique for handling failures is redundancy, which is also discussed.
Basic Concepts
To understand the role of fault tolerance in distributed systems we first need to take a closer look at what it actually means for a distributed system to tolerate faults. Being fault tolerant is strongly related to what are called dependable systems. Dependability is a term that covers a number of useful requirements for distributed systems including the following (Kopetz and Verissimo, 1993):

1. Availability

2. Reliability

3. Safety

4. Maintainability

Availability is defined as the property that a system is ready to be used immediately. In general, it refers to the probability that the system is operating correctly at any given moment and is available to perform its functions on behalf of its users. In other words, a highly available system is one that will most likely be working at a given instant in time.

Reliability refers to the property that a system can run continuously without failure. In contrast to availability, reliability is defined in terms of a time interval instead of an instant in time. A highly reliable system is one that will most likely continue to work without interruption during a relatively long period of time. This is a subtle but important difference when compared to availability. If a system goes down for one millisecond every hour, it has an availability of over 99.9999 percent, but is still highly unreliable. Similarly, a system that never crashes but is

shut down for two weeks every August has high reliability but only 96 percent availability.
 The two are not the same.

Safety refers to the situation that when a system temporarily fails to operate correctly, nothing catastrophic happens. For example, many process control systems, such as those used for controlling nuclear power plants or sending people into space, are required to provide a high degree of safety. If such control systems temporarily fail for only a very brief moment, the effects could be disastrous.

Many examples from the past (and probably many more yet to come) show how hard it is to build safe systems. Finally, maintainability refers to how easy a failed system can be repaired. A highly maintainable system may also show a high degree of availability, especially if failures can be detected and repaired automatically. However, as we shall see later in this chapter, automatically recovering from failures is easier said than done. Often, dependable systems are also required to provide a high degree of security, especially when it comes to issues such as integrity. We will discuss security in the next chapter.

A system is said to fail when it cannot meet its promises. In particular, if a distributed system is designed to provide its users with a number of services, the system has failed when one or more of those services cannot be (completely) provided.

An error is a part of a system’s state that may lead to a failure. For example, when transmitting packets across a network, it is to be expected that some packets have been damaged when they arrive at the receiver. Damaged in this context means that the receiver may incorrectly sense a bit value (e.g., reading a 1 instead of a 0), or may even be unable to detect that something has arrived. The cause of an error is called a fault. Clearly, finding out what caused an error is important. For example, a wrong or bad transmission medium may easily cause packets to be damaged. In this case, it is relatively easy to remove the fault. However, transmission errors may also be caused by bad weather conditions such as in wireless networks. Changing the weather to reduce or prevent errors is not an option. Building dependable systems closely relates to controlling faults. A distinction is made between preventing, removing, and forecasting faults .
For our purposes, the most important issue is fault tolerance, meaning that a system can provide its services even in the presence of faults. Faults are generally classified as transient, intermittent, or permanent.
Transient faults occur once and then disappear. If the operation is repeated, the fault goes away. A bird flying through the beam of a microwave transmitter may cause lost bits on some network (not to mention a roasted bird). If the transmission times out and is retried, it will probably work the second time.

An intermittent fault occurs, then vanishes of its own accord, then reappears, and so on. A loose contact on a connector will often cause an intermittent fault. Intermittent faults cause a great deal of aggravation because they are difficult to diagnose. Typically, whenever the fault doctor shows up, the system works fine.

A permanent fault is one that continues to exist until the faulty component is repaired. Burnt-out chips, software bugs, and disk head crashes are examples of permanent faults.

5.2 FAILURE MASKING BY REDUNDANCY
        If a system is to be fault tolerant, the best it can do is to try to hide the occurrence of failures from other processes. The key technique for masking faults is to use redundancy. Three kinds are possible: information redundancy, time redundancy, and physical redundancy . With information redundancy, extra bits are added to allow recovery from garbled bits. For example, a Hamming code can be added to transmitted data to recover from noise on the transmission line.

       With time redundancy, an action is performed, and then, if need be, it is performed again. Using  transactions  is an example of this  approach. If a transaction aborts, it can be redone with no harm. Time redundancy is especially helpful when the faults are transient or intermittent.
       With physical redundancy, extra equipment or processes are added to make it possible for the system as a whole to tolerate the loss or malfunctioning of some components. Physical redundancy can thus be done either in hardware or in software. For example, extra processes can be added to the system so that if a small number of them crash, the system can still function correctly. In other words, by replicating processes, a high degree of fault tolerance may be achieved. We return to this type of software redundancy below.

       Physical redundancy is a well-known technique for providing fault tolerance. It is used in biology (mammals have two eyes, two ears, two lungs, etc.), aircraft (747s have four engines but can fly on three), and sports (multiple referees in case one misses an event

6. SECURITY

 INTRODUCTION TO SECURITY

   We start our description of security in distributed systems by taking a look at some general security issues. First, it is necessary to define what a secure system is. Our second concern is to consider some general design issues for secure systems
Security Threats, Policies, and Mechanisms

   
    Security in computer systems is strongly related to the notion of dependability. Informally, a dependable computer system is one that we justifiably trust to deliver its  services .  Dependability includes availability, reliability, safety, and maintainability. However, if we are to put our trust in a computer system, then confidentiality and integrity should also be taken into account. Confidentiality refers to the property of a computer system whereby its information is disclosed only to authorized  parties. Integrity is the characteristic that alterations to a system’s assets can be made only in an authorized way. In other words, improper alterations in a secure computer system should be detectable and recoverable. Major assets of any computer system are its hardware, software, and data.

       Another way of looking at security in computer systems is that we attempt to protect the services and data it offers against security threats. There are four types of security threats to consider:

1. Interception

2. Interruption

3. Modification

4. Fabrication

Interception refers to the situation that an unauthorized party has gained access to a service or data. A typical example of interception is where communication between two parties has been overheard by someone else. Interception also happens when data are illegally copied, for example, after breaking into a person’s private directory in a file system.

    
  An example of interruption is when a file is corrupted or lost. In general, interruption refers to the situation in which services or data become unavailable, unusable, destroyed, and so on. In this sense, denial of service attacks by which someone maliciously attempts to make a service inaccessible to other parties is a  security threat that classifies as interruption.

        Modifications involve unauthorized changing of data or tampering with a service so that it no longer adheres to its original specifications. Examples of modifications include intercepting and subsequently changing transmitted data, tampering with database entries, and changing a program so that it secretly logs the activities of its user.

       Fabrication refers to the situation in which additional data or activity are generated that would normally not exist. For example, an intruder may attempt to add an entry into a password file or database. Likewise, it is sometimes possible to break into a system by replaying  previously sent messages. We shall come across such examples later in this chapter. 

      Note that interruption, modification, and fabrication can each be seen as a form of data falsification.

       Simply stating that a system should be able to protect itself against all possible security threats is not the way to actually build a secure system. What is first needed is a description of security requirements, that is, a security policy. A security policy describes precisely which actions the entities in a system are allowed to take and which ones are prohibited. Entities include users, services, data, machines, and so on. Once a security policy has been laid down, it becomes possible to concentrate on the security mechanisms by which a policy can be enforced. Important security mechanisms are:

1. Encryption

2. Authentication

3. Authorization

4. Auditing

       Encryption is fundamental to computer security. Encryption transforms data into something an attacker cannot understand. In other words, encryption provides a means to implement confidentiality. In addition, encryption allows us to check whether data have been modified. It thus also provides support for integrity checks.
       Authentication is used to verify the claimed identity of a user, client, server, and so on. In the case of clients, the basic premise is that before a service will do work for a client, the service must learn the client’s identity. Typically, users are authenticated by means of passwords, but there are many other ways to authenticate clients.

  After a client has been authenticated, it is necessary to check whether that client is authorized to perform the action requested. Access to records in a medical database is a typical example. Depending on who accesses the database, permission may be granted to read records, to modify certain fields in a record, or to add or remove a record.

Auditing tools are used to trace which clients accessed what, and which way. Although auditing does not really provide any protection against security threats, audit logs can be extremely useful for the analysis of a security breach, and subsequently taking measures against intruders. For this reason, attackers are generally keen not to leave any traces that could eventually lead to exposing their identity. In this sense, logging accesses makes attacking sometimes a riskier business.
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