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Cluster Validation for Compact Rule Extraction from Trained Neural Networks

1. INTRODUCTION

1.1 Seminar Context

One of the most popular applications of neural networks is distinguishing patterns into two or more disjoint sets. The neural network approach has been applied to solve pattern classification problems in diverse areas. While the predictive accuracy obtained by neural networks is usually satisfactory, it is often said that a neural network is practically a black box. Even for a network with only a single hidden layer, it is generally impossible to explain why a certain pattern is classified as a member of one set and another pattern as a member of another set, due to the unimaginable complexity of the network.

In many applications, however, it is desirable to have rules that explicitly state under what conditions a pattern is classified as a member of one set or another. Several approaches have been developed for extracting rules from a trained neural network. 

The process of rule extraction from a trained network can be made much easier if the complexity of the network has first been reduced. The pruning process attempts to eliminate as many connections as possible from the network, while at the same time maintaining the pre specified accuracy. It is expected that small number of connections will result in more concise rules. Relevant and irrelevant attributes of input data are distinguished during the pruning process.

Now, rules have to be extracted from the pruned network. This process involves two basic steps. First, clustering the activation values of the hidden units into a smaller number of clusters and second, splitting the hidden units into a number of units. 

Generating a compact set of classification rules is essential for effective use of the rules generated. For this purpose, Cluster Validation is indispensable. These clusters obtained are validated class wise. Since it is essential to avoid forming combinations with insignificant clusters cluster validation becomes an essential part of rule generation process.

The rule generation scheme employed in this methodology can be shown as below







 2. LITERATURE SURVEY
2.1 Introduction to Artificial Neural Networks

2.1.1 Description and Definition

An artificial neural network can be defined as a system composed of many simple processing elements operating in parallel. Each element has an input/output (I/O) characteristic and implements a local computation or function. The output of any unit is determined by its I/O characteristic, its interconnection to other units, and external inputs. Although it is possible to hand craft the network, the network usually develops an overall functionality through one or more forms of training.

A neural network is a massively parallel distributed processor that has a natural propensity for storing experimental knowledge and making it available for use. It resembles the brain in two respects. 

1. Knowledge is acquired by the network through a learning process.

2. Interneuron connection strengths known as synaptic weights are used to store the knowledge.

Distributed computation has the advantages of reliability, fault tolerance, high throughput and cooperative computing, but generates the problems of locality of information and the choice of interconnection topology. The features of distributed processing, adaptation and nonlinearity, are the hallmark of biological information systems, and hence of neural networks.

Learning typically occurs by example through training, or exposure to a set of input/output data where the training algorithm iteratively adjusts the connection weights. These connection weights store the knowledge to solve specific problems. This procedure is referred to as the learning algorithm.

Neural networks with their remarkable ability to derive meaning from complicated or imprecise data can be used to extract patterns and detect trends that are too complex to be noticed by either humans or other computer techniques. A trained neural network can be thought of as expert in the category of information it has been given to analyze. Advantages of neural networks include-:

1. Adaptive learning: An ability to learn how to do tasks on the data given for training or initial experience.

2. Self Organization: An ANN can create its own organization or representation of the information it receives during learning time.

3. Real Time Operation: ANN computations may be carried out in parallel, and special hardware devices are being designed and manufactured which take advantage of this capability.

4. Fault Tolerance: Partial destruction of a network leads to the corresponding degradation of performance. However, some network capabilities may be retained even with major network damage.

2.1.2 Applications

Neural networks are used for the problems that do not have an algorithmic solution or for which an algorithmic solution is too complex, and are often well suited to problems that people are good at solving, but for which traditional methods are not. Their applications are limitless but fall into a few simple categories.

1. Prediction

2. Classification

3. Data Association

4. Data Conceptualization

5. Data Filtering

	Prediction
	Use input values to predict some output (e.g. pick the best stocks in the market, predict weather, identify people with cancer risks etc.)

	Classification
	Use input values to determine the classification (e.g. is the input the letter A, is the blob of video data a plane and what kind of plane is it)

	Data Association
	Like Classification but it also recognizes data that contains errors (e.g. not only identify the characters that were scanned but identify when the scanner isn't working properly)

	Data Conceptualization
	Analyze the inputs so that grouping relationships can be inferred (e.g. extract from a database the names of those most likely to buy a particular product)

	Data Filtering
	Smooth an input signal (e.g. take the noise out of a telephone signal)




Table 2.1: Network selection on the basis of the application

2.2 Neural Network Architecture and Training

2.2.1 Models of a Neuron

The three classical models for an artificial neuron or processing unit are:

1. McCulloch-Pitts (MP) Model

2. Perceptron

3. ADALINE

In the MP model, the activation (x) is given by weighted sum of its M input values (ai) and a bias term ((). The output signal (s) is typically a non linear function f(x), x being the activation value.
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Pig. 2.1 Rosenblatt's Perceptron






In the perceptron, the main deviation from the MP model is that the learning is incorporated in the operation of the unit. The desired target output (b) is compared with the actual binary output (s) and the error (δ) is used to adjust the weights. It separates linearly separable sets of patterns, and need not separate linearly inseparable pattern sets.

The following equations describe the operation of the perceptron model of a neuron.




      M

Activation (       
y = ( wi ai - (



      i=1

Output Signal (      s = f(y)

Error   (                   δ = b – s

Weight Change (     Δwi = η δ ai     

Transfer Function

The behavior of an ANN depends on both the weights and the input-output function also called the transfer function. This function typically falls into one of the three categories:

1. Threshold The output is set to one of two levels, depending on whether the total input is greater than or less than some threshold value

2. Linear The output activity is proportional to the total weighted output.

3. Sigmoid The output varies continuously but not linearly as the input changes. Sigmoid units bear a greater resemblance to real neurons than do linear or threshold units.
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Fig.2.2 (a) Threshold

       (b) Linear 


(c) Sigmoid function

Network Architecture

Neurons can be connected together to form a neural network. Different ways of connecting the network exist, differing in direction and number of connections. Arguably the most popular architecture is that of a multi layer perceptron. The network consists of a number of layers with a number of perceptron units in each layer. In the fully connected feed forward mode, each perceptron is connected to all the nodes in the previous layer.

In the following discussions and in the software, a perceptron network with a single input single hidden, and single output layer have been taken. 

2.2.2 Learning Paradigms 

A learning law refers to the specific manner in which the learning equations are implemented. Learning can be viewed as a searching through the weight space in a systematic manner to determine the weight vector that leads to an optimum value of an objective function. Depending on the synaptic dynamics model and the manner of implementation several learning laws have been proposed in the literature.

1. Error Correction Learning

2. Memory Based Learning

3. Hebbian Learning

4. Competitive Learning

Error Correction Learning and the Delta Rule

This method lays the foundation of the LMS algorithm and backpropagation. It results in the Delta Rule which states that The adjustment to a synaptic weight of a neuron is proportional to the product of the error signal and the input signal of the synapse in question. The notations used are the same as those used in the perceptron model.

ek(n) = dk(n) – sk(n)

Δwkj(n) = η ek(n) xj(n)

wkj(n+1) = wkj(n) + Δwkj(n)

2.2.3 Supervised and Unsupervised Learning

Supervised Training

In supervised training, both the inputs and the outputs are provided. The network then processes the inputs and compares its resulting outputs against the desired outputs. Errors are then propagated back through the system, causing the system to adjust the weights which control the network. This process occurs over and over as the weights are continually tweaked. The set of data which enables the training is called the "training set." During the training of a network the same set of data is processed many times as the connection weights are ever refined. 

Ideally, there should be enough data so that part of the data can be held back as a test. Many layered networks with multiple nodes are capable of memorizing data. To monitor the network to determine if the system is simply memorizing its data in some non significant way, supervised training needs to hold back a set of data to be used to test the system after it has undergone its training. 

If a network simply can't solve the problem, the designer then has to review the input and outputs, the number of layers, the number of elements per layer, the connections between the layers, the summation, transfer, and training functions, and even the initial weights themselves. When finally the system has been correctly trained, and no further learning is needed, the weights can, if desired, be frozen. In some systems this finalized network is then turned into hardware so that it can be fast. Other systems don't lock themselves in but continue to learn while in production use. 

Unsupervised or Adaptive Training

The other type of training is called unsupervised training. In unsupervised training, the network is provided with inputs but not with desired outputs. The system itself must then decide what features it will use to group the input data. This is often referred to as self-organization or adaptation. 

At the present time, unsupervised learning is not well understood. This adaptation to the environment is the promise which would enable science fiction types of robots to continually learn on their own as they encounter new situations and new environments. Yet, at the present time, the vast bulk of neural network work is in systems with supervised learning. Supervised learning is achieving results. 

2.2.4 Training Process

In the training phase, a set of known input output patterns is repeatedly presented to the network in order to teach it. The weight factors between the nodes are adjusted until the specified input yields the desired output. Through these adjustments, the neural network learns the correct input output response behavior. In neural network development, this phase typically the longest and most time consuming, and it is critical to the success of the network. Some error correction scheme in this phase is used to minimize the output errors. Error correction is numerically intensive, and there are many ways to perform error correction to teach the network how to respond.

Training can be viewed as searching through the weight space in a systematic manner to determine the weight vector that leads to an optimum value of objective function. The search depends on the criterion used for learning. Learning is a process by which free parameters of a neural network are adapted through a continuous process of simulation by the environment in which the network is embedded. The type of learning is determined by the manner in which the parameters change.

The most interesting property of neural networks is the ability to learn from its environment, and to improve its performance through learning. A neural network learns about its environment through an iterative process of adjustments applied to its synaptic weights and thresholds. Ideally, the network becomes more knowledgeable about its environment after each iteration of the learning process.  

2.2.5 Standard Back Propagation 

Multi Layer Perceptrons have been applied successfully to solve some difficult and diverse problems by training them in a supervised manner with a highly popular algorithm known as error back-propagation algorithm. The algorithm is based on the error correction learning rule which in turn is a type of supervised learning.

Error back-propagation learning consists of two phases through the different layers of the network. In the Forward pass, an activity pattern is applied and the effect propagates through the network. In the Backward pass, the synaptic weights are all adjusted in accordance with an error correction rule. The weights and biases are updated in the direction of negative gradient of the performance function. The learning rate is multiplied with the negative of the gradient to determine the changes to the weights and biases.




Δwji (n) =  - η  δξ(n)    




            δwji(n)  
The relations for the algorithm can be summarized as following. First, the correction  Δwji (n) applied to the weight connecting neuron I to neuron j is defined by the delta rule:

Δwji (n) =  η . δj (n) . yi (n) 

Where, yj(n) refers to the signal appearing at the output of neuron j at iteration n.

Second, the local gradient δj(n) depends on whether neuron j is an output node or a hidden node.

( If neuron j is an output node, δj(n) equals the product of the derivative φj* (yj(n)) and                                       the error signal ej(n), both of which are associated with the neuron j.

( If neuron j is a hidden node, δj(n) equals the product of the associated derivative        φj* (yj(n)) and the weighted sum of the δ’s computed for the neurons in the next hidden or output layer that is connected to neuron j.

2.2.6 Feed forward, Back Propagation Architecture

The feed forward, back-propagation architecture was developed in the early 1970’s by several independent sources (Werbor; Parker; Rumelhart, Hinton and Williams). Currently, this synergistically developed back-propagation architecture is the most popular, effective, and easy to earn model for complex, multi-layered networks. This network is used more than all other combined. It is used in many different types of applications. This architecture has spawned a large class of network types with many different topologies and training methods. 

The typical back-propagation network has an input layer, an output layer, and at least one hidden layer. There is no theoretical limit on the number of hidden layers but typically there is just one or two. The in and out layers indicate the flow of information during recall. Back-propagation is not used during recall, but only when the network is learning a training set. 

The number of layers and the number of processing element per layer are important decisions. These parameters to a feedforward, back-propagation topology are also the most ethereal. There is no quantifiable, best answer to the layout of the network for any particular application. There are only general rules picked up over time and followed by most researchers and engineers applying this architecture of their problems. 

Rule One: As the complexity in the relationship between the input data and the desired output increases, then the number of the processing elements in the hidden layer should also increase. 

Rule Two: If the process being modeled is separable into multiple stages, then additional hidden layer(s) may be required. If the process is not separable into stages, then additional layers may simply enable memorization and not a true general solution. 

Rule Three: The amount of training data available sets an upper bound for the number of processing elements in the hidden layers. Larger scaling factors are used for relatively noisy data. It is important that the hidden layers have few processing elements. 

Once the above rules have been used to create a network, the process of teaching begins. This teaching process for a feedforward network normally uses some variant of the Delta Rule, which starts with the calculated difference between the actual outputs and the desired outputs. Using this error, connection weights are increased in proportion to the error times a scaling factor for global accuracy. Doing this for an individual node means that the inputs, the output, and the desired output all have to be present at the same processing element. The complex part of this learning mechanism is for the system to determine which input contributed the most to an incorrect output and how does that element get changed to correct the error. An inactive node would not contribute to the error and would have no need to change its weights. 

To solve this problem, training inputs are applied to the input layer of the network, and desired outputs are compared at the output layer. During the learning process, a forward sweep is made through the network, and the output of each element is computed layer by layer. The difference between the output of the final layer and the desired output is back-propagated to the previous layer(s), usually modified by the derivative of the transfer function, and the connection weights are normally adjusted using the Delta Rule. This process proceeds for the previous layer(s) until the input layer is reached. 


There are limitations to the feedforward, back-propagation architecture. Back-propagation requires lots of supervised training, with lots of input-output examples. Additionally, the internal mapping procedures are not well understood, and there is no guarantee that the system will converge to an acceptable solution. At times, the learning gets stuck in local minima, limiting the best solution. This occurs when the network systems finds an error that is lower than the surrounding possibilities but does not finally get to the smallest possible error. Many learning applications add a term to the computations to bump or jog the weights past shallow barriers and find the actual minimum rather than a temporary error pocket. 

Typical feedforward, back-propagation applications include speech synthesis from text, robot arms, evaluation of bank loans, image processing, knowledge representation, forecasting and prediction, and multi-target tracking. 
3. DESIGN AND ALGORITHMS

3.1 Introduction

The rule extraction process is based on pruning the trained network, and splitting the hidden neurons. Classification rules are generated using all possible combinations of the clusters identified by clustering the hidden layer neuron activation values. The concept of clustering the hidden layer activation values is extended to come up with a methodology that generates compact classification rules consisting of fewer variables. The trained network undergoes the following sequence of steps before yielding the valid classification rules.

1. Network Pruning

2. Hidden Activation Value Clustering

3. Class wise Validation

4. Rule Generation

3.2 Quick Network Pruning

Insignificant weights in the network can obscure lucidity and result in an unnecessarily large rule set with several variables. Hence it is essential to identify some of the network weights as being insignificant and remove such connections from the trained network. Techniques employed to do so are popularly called pruning algorithms. In the technique used in this software, for removing insignificant neurons, entire neurons with connections emanating from and terminating on it are removed. 

In the process, it is ensured that the performance of the pruned network is comparable to that of the original trained network. To accomplish this task, a significant index (SI) is computed for each of the neurons in the trained network. The SI value ranges from 0 to 1 representing no significance to maximum significance of a particular neuron in the pattern classification process. If any neuron is identified as being insignificant, all network weights associated with that neuron are removed completely from the network. The SI for each neuron is computed as shown in the algorithm that follows.

3.3 Cluster Validation for Compact Rule Generation

The activation values of the hidden neurons corresponding to the training patterns are clustered using the clustering algorithm. A rule extraction algorithm based on hidden activation value clustering generates rules in two levels. The Level 1 rules are the classification rules expressed in terms of centroids of the hidden layer activation value clusters. The Level 2 rules express the hidden layer activation clusters in terms of the network inputs.

3.3.1 Cluster Validation

The set of classification rules for a class consists of as many rules as the number of possible combinations of clusters. As a result, the rule generation process grows exponentially with the number of hidden activation value clusters. Since it is essential to avoid forming combinations with the insignificant clusters, we include what we call a cluster validation step as part of the rule generation process. The cluster validation algorithm is documented on the following page.

3.3.2 Rule Generation

Rule generation refers to the process of generating the classification rules for the problem under consideration. As already mentioned, the rule set is generated in two levels. For each class of patterns there will be a corresponding Level 1 rule set, however, the Level 2 rules will be common for all the classes. Both Level 1 and Level 2 rules are required to determine the class label for a test or unseen pattern. The procedure for rule generation through cluster validation is discussed in brief.

1. For each class in the given classification problem, generate the Level 1 rules by  identifying all valid cluster combinations of the validated sets of hidden activation value clusters, D(i)c’s, corresponding to that class.

2. Simplify the Level 1 rules by removing the common cluster centroid terms across all the classes. Any hidden neuron having only one cluster in its validated cluster set, D(i) , is a common term.

3. For each cluster centroid that survives the simplification process, derive an expression in terms of the network inputs.

Given a test pattern, use the Level 2 rules to determine d(i) corresponding to each hidden neuron i. Then search through the Level 1 rules for a cluster combination that matches with the d(i)’s generated by the test pattern. Assign the class label associated with the matched combination as the class label for the test pattern.

4. RESULTS AND PERFORMANCE EVALUATION

To demonstrate the efficacy of the proposed scheme, we consider a trained neural network .The network was trained on the satellite data set available online. The trained multi layer perceptron comprises a 36 dimensional input layer, a single hidden layer with 27 neurons  and 6 dimensional output layer. 

4.1 Data Sets

The database was generated from Landsat Multi-Spectral Scanner Image data. The original Landsat data was generated from data purchased from NASA and by Australian Centre for Remote Sensing. The database consisted of the multi spectral values of pixels in a 3x3 neighbourhood in a satellite image, and the classification associated in each neighbourhood. 

NUMBER OF EXAMPLES


Training Set
4432


Test Set
2000

NUMBER OF ATTRIBUTES


36 (4 spectral bands x 9 pixels in neighbourhood) 

CLASSES


There are 6 decision classes numbered from 1 to 6   
4.2 Results 

4.2.1 Pruning the trained network

To prune the network we start by computing the SI’s of hidden layer neurons as shown in Table 1. To begin with neuron 24 is removed in the pruning process and this process is repeated till the number of new mis–classifications exceeds (. With ( set to 50 the number of hidden neurons that can be pruned by the algorithm is 10. Table  2 shows the effect of various values of ( on the number of neurons pruned and the accuracy of the corresponding classifier.  For our experiment we fixed ( to 150 and pruned 12 neurons from the original neural network leaving  it with only 15 hidden neurons.

	Hidden Neuron Number
	No Of Misclassification over 3949
	Significance Index

	27
	1990
	0.5039

	25
	1710
	0.4330

	14
	1676
	0.4244

	1
	1038
	0.2629

	26
	807
	0.2044

	13
	786
	0.1990

	3
	77
	0.1968

	8
	775
	0.1963

	19
	740
	0.1874

	7
	690
	0.1747

	6
	661
	0.1674

	20
	453
	0.1147

	9
	355
	0.0899

	4
	305
	0.0772

	18
	219
	0.0555

	5
	63
	0.0160

	12
	59
	0.0149

	17
	19
	0.0048

	2
	0
	0.0000

	10
	0
	0.0000

	11
	0
	0.0000

	15
	0
	0.0000

	16
	0
	0.0000

	21
	0
	0.0000

	22
	0
	0.0000

	23
	0
	0.0000

	24
	0
	0.0000


Table 1: Significance Indices (SI’s) of the hidden neurons in descending order

	(
	No of Hidden Neurons Pruned
	Accuracy of the Pruned Network

	50
	10
	88.67%

	150
	12
	86.33%

	450
	14
	79.51%

	1250
	15
	61.59%


Table 2: Performance of the pruned network for different values of (
4.2.2 Clustering the Hidden Layer Activation Values and Validation 

As discussed  in section 3.3.1, the hidden layer activation values are clustered into different clusters for each of the 15 hidden neurons in the pruned network.  The best clustering scheme is achieved with the clustering parameter set to 0.85. Using the clusters generated by the clustering scheme, set of clusters, Dc(i) , are formed for each class c = 1,…,6. For each cluster in Dc(i) , the number of patterns of class c that require this cluster are counted and set to Vc,j(i) appropriately.

The constant  α is the total training patterns mis-classified by the original neural network and is computed to be 483. The constant  MAX_MISS_PERCENT_TOL is set to 2% of the number of training patterns and is equal to 89.  This implies that the validation process can remove clusters till the point that the number of mis-classifications does not exceed 572 (= 483 + 89).  The validation process is carried out with  γ = 0.01 and the corresponding α’ is found to be 523. Since (α’ – α = 40) < 89, γ is increased by 0.01 and the validation process is repeated with γ = 0.02. Table 3 gives the value (α’ – α) for various values of γ. For  γ = 0.04, (α’ – α) is found to be more than 89 hence the validation process is terminated and the clusters corresponding to  γ = 0.03 are retained.

	S.No
	Validation Parameter  (γ)
	Misclassifications       (α’)
	Diff. (α’ – α)
	% Accuracy

	1.
	0.01
	523
	40
	88.20%

	2.
	0.02
	540
	57
	87.82%

	3.
	0.03
	540
	57
	87.82%

	4.
	0.04
	596
	113
	86.55%


Table 3: Misclassifications detected during cluster validation for different values of  γ
4.2.3 Rule Set Description

As described in Section 3.3.2, two levels of rules are generated for the Satellite image data. To demonstrate the effect of the proposed rule extraction methodology on the size of the rule set, the level-1 rules are generated with all the clusters prior to the network pruning and cluster validation . It is evident from Table 4 that the number of level-1 rules generated after network pruning and cluster validation is much less than the number of level-1 rules that would have been generated without pruning and validation.

	Class Index
	Without Pruning & no Validation
	With Pruning & no Validation
	Without Pruning & with Validation
	With Pruning & with Validation

	1
	104
	30
	8
	8

	2
	982
	69
	192
	36

	3
	45
	9
	18
	6

	4
	10
	1
	8
	1

	5
	96
	20
	82
	19

	6
	66
	20
	46
	13


Table 4: Number of classification rules generated for different classes.

As mentioned in section 3.3.2 the level-1 rules are simplified by removing the 7 terms that are common for all the rules across all the classes. This leaves each level-1 rule with 8 cluster centroid terms, requiring only 8 of the 15 hidden neurons for the classification process. A sample set of simplified level-1 rules for class ‘1’ are shown below. 

If (  ( H1 = = 0.893 ) ( ( H3 = = 0.040 ) ( ( (H9 = = 0.045 ) V ( ( H9  = =  0.993 ) )    

( ( ( H13 = = 0.040 ) V  ( H13 = = 0.931 ) ) ( ( H14 = = 0.928 ) ( ( H18  = = 0.992 ) 

( ( H25 = =  1.000 ) (( (H27 = = 0.058 ) V (H27 = = 0.978 ) )  )

then Class-1

Similarly the level-2 rules for the Satellite image data are generated by using the union of the class-wise validated sets of clusters obtained for each hidden neuron in Step 5 of the algorithm in section 3.3.1. Corresponding to each cluster in this union, an expression is generated in terms of the network inputs. As mentioned earlier, these level-2 rules are class independent. A sample expression for the clusters of the hidden neuron 13 is given below.

If  ((-0.0756 * I3 ) + (0.1191 * I10 ) + (0.09048 * I13 ) +

     (0.089659 * I17 ) + (0.08662 * I18 ) + (-0.07234 * I19 ) +

     (-0.09767 * I20 ) +( 0.13772 * I27 ) + (0.0931 * I33 ) ) > -28.511959

then H13 = =  0.931 else H13 = 0.040
Using the rules generated above, the class labels for the patterns in the test set are determined. For convenience, the classification accuracies of the original trained neural network and that of the generated rule set for both the training and test sets are presented in Table 5. Since MAX_MISS_PERCENT_TOL is set to 2%, the classification accuracy of the generated rules has deteriorated by approximately 2% for the training set.

	S. No.
	Data Set
	Classification Accuracy of the Trained Network
	Classification Accuracy of the Extracted Rules

	1.
	Training Data
	(3949/4432) = 89.10%
	(3892/4432) = 87.82%

	2.
	Test Data
	(1652/2000) = 82.60%
	(1648/2000) = 82.40%


Table 5: Performance comparison of the trained network and the extracted rules

5. Conclusion and Scope for Further Enhancement

5.1 Conclusion

Generating a compact set of classification rules is essential for effective use of the generated rules. This paper presents a set of simple techniques that enable the generation of compact classification rules. Network pruning helps in reducing the number of hidden nodes in the network leading to simple rules. The algorithm for validating clusters class- wise reduces the number of rules generated by ignoring insignificant clusters while identifying valid cluster combinations for a class. Using a standard benchmark data, it has been demonstrated that the extracted rules have a comparable performance to that of the original trained network.

5.2 Scope for Further Enhancement

Artificial Neural Networks have evolved as parallel systems in which many simple processing elements share the job of working out what is going on, rather than trying to make one fast node do all the work. ANN’s are consequently parallel and distributed systems and the paradigm naturally lends itself to cluster computing. The huge size of the input datasets and their high dimension makes large scale ANN training computationally a very demanding task to an extent that parallel computing is fast becoming an essential component of the solution. Efforts should be directed to improve the parallel structure so that the system becomes independent of the number of classes involved in the classification process. An improvement in training speed and scalability will readily follow.  
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